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Why	is	it	possible	to	write	immense,	complicated,	programs,	like	the	code	that	
established	the	Internet,	write	programs	that	delivered	and	supported	operation	of	two	
Mars	Rovers;	yet	fail	to	build	a	Website	to	support	enrollment	for	the	Affordable	Care	
Act	(Obamacare)?	

	
The	tasks	that	succeeded	were	far	more	complicated	and	subject	to	significantly	

less-forgiving	constraints	than	the	one	that	failed.	Money	was	not	a	concern	—	close	to	
five-hundred	million	dollars	was	spent	on	the	failed	project.	

	
It	is	not	the	case	that	these	are	isolated	examples.	It	is	possible	to	enumerate	

hundreds	of	examples	of	large	scale,	complicated,	programs	that	were	developed	to	
specification,	are	reliable,	are	effective,	and	that	have	proven	to	be	maintainable,	
sometimes	over	decades.	It	is	just	as	easy	to	cite	an	even	greater	number	of	spectacular,	
and	immensely	costly,	failures.		

	
Studies	of	development	efforts,	including	the	(in)famous	Chaos	Report,	still	show	

that	the	odds	that	a	development	project	will	be	abandoned	or	fail	before	delivery	of	any	
kind	of	product	is	still	around	fifty-percent.	The	vast	majority	of	those	projects	that	do	
produce	deliverables	will	deliver	less,	at	greater	cost,	in	a	significantly	longer	time-
frame,	with	substantially	less	functionality,	and	the	product	will	be	far	from	robust	and	
almost	impossible	to	evolve	or	adapt	as	circumstances	warrant.	

	
Why	this	immense	disparity?	What	is	so	different	about	one	type	of	effort	and	the	

other.	This	is	particularly	puzzling	because	both	efforts	—	fundamentally	and	at	their	
core	—	are	the	same:	writing	computer	programs.	Programs	written	in	“source	code”	
and	compiled	to	highly	specific	instructions	executable	by	a	digital	computer.	

	
We	being	our	quest	for	answers	with	Alan	Turing.	

	
What	Turing	wrought	
	

An	elegant	abstraction:	an	infinite	tape,	each	segment,	or	cell,	containing	a	single	
character;	passing	beneath	a	read-write	head	whose	actions	are	governed	by	a	table	of	
simple	rules.	As	a	mathematical	abstraction	the	Turing	Machine	demonstrates	
significant	power	and	makes	possible	the	construction	of	computational	proofs	such	as	
the	undecidability	of	questions	like	the	“halting	problem.”	
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Computer	programs	are,	ultimately,	expression		of	computer	algorithms	which,	in	
turn,	are	a	form	of	logic	and	any	such	can	be	simulated	by	a	properly	constructed	Turing	
Machine	(TM).	TM’s	are	finite	state	machines1	and	the	operation	of	one	can	be	
represented	with	a	formal	state	diagram.	Whereby	is	first	revealed,	[what	Fred	Brooks,	
decades	later	would	call]	the	“essential	difficulty”	of	programming.	Figure	One	shows	
the	conversion	of	a	very	simple	six-line	program,	into	the	equivalent	formal	state	
diagram.	
	

	
	
	

Figure	One	–	program	to	state	machine	diagram	
	
	
	
The	six-line	program	depicted	is	constructed	from	a	six-statement	“language.”	

	
Move	(direction)	
Write	(symbol)	
GOTO	(a	numbered	line)	
IF	(given	symbol	read)	GOTO	(a	numbered	line)	
ACCEPT	(and	terminate)	
REJECT	(and	terminate)	

	

	
1	Technically,	not	completely	true.	This	assertion	should	be	taken	as	a	metaphor,	like	the	Bohr	
model	of	an	atom	as	solar	system	metaphor,	useful	for	teaching	programming	at	Stanford	even	
though	ultimately	incorrect	in	detail.	
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All	programs	written	in	this	language	must	include	a	line	number	and	execution	of	the	
program	proceeds	sequentially	from	‘0’	unless	a	GOTO	is	encountered.	

	
Simple	language,	but	using	it	to	do	anything	interesting	yields	very	long,	and	

potentially	complicated,	programs.	Complicated	programs	are	examples	of	accidental	
complexity	—	constraints	like	the	formalism	used	to	depict	state	machines,	or	the	linear	
execution	sequence	of	our	program	—	in	themselves	make	it	hard	to	use	that	formalism	
to	do	anything	beyond	the	basic,	the	simple.	Is	it	possible	to	make	the	language	more	
“powerful”	and	thereby	reduce	the	accidental	complexity?	Certainly.	
	

Add	two	new	statements	to	the	language:	
	

MOVE	LEFT	(until	one	of	a	set	of	characters	is	read)	
MOVE	RIGHT	(until	one	of	a	set	of	characters	is	read)	

	
This	raises	the	question	of	whether	or	not	the	new	language	is	still	a	TM.	One	way	to	
answer	that	would	be	the	construction	of	a	state	diagram,	but	that	would	be	a	bit	of	a	
challenge.	An	easier	way	would	be	to	see	if	the	new	language	could	be	recursively	
defined	in	terms	of	the	first,	still	not	easy,	but	easier.	Especially	if	we	adopt	some	formal	
notation	for	the	languages.	

	
We	can	continue	to	add	statements	to	our	language,	as	long	as	we	can	recursively	

define	the	resulting	language	in	terms	of	its	predecessor	absent	the	new	features.	
Extension	examples	include	function	calls	and	returns,	named	variables,	pointers,	and	
primitive	arithmetic	capabilities.	Pretty	soon	we	have	a	language	that	would	be	a	
familiar,	if	primitive,	modern	“high	level	languages.”	

	
Efforts	to	create	“higher	order”	languages	disguise,	but	do	not	directly	address,	the	

essential	difficulty	of	programming	—	keeping	track	of	sequences	of	state	changes	and	
the	conditions	that	led	to	one	change	instead	of	another.		

	
Our	new	languages	provide	us	with	a	syntax,	a	grammar,	with	very	limited	

semantics.	We	can	pretend	that	the	construction	of	grammatically	correct,	within	the	
parameters	set	by	the	language’s	minimal	semantics,	statements	will	cause	the	
underlying	state	machine	to	make	the	necessary	and	expected	transitions	from	some	
defined	starting	point	to	some	desired	endpoint.	The	endpoint	being	defined	in	terms	of	
producing	some	specified	output.	

	
Instead	of	a	mental	model	of	what	is	happening	inside	the	machine,	we	can	think	

about	the	coherency	of	the	program	—	the	lines	of	code	/	statements	made	in	the	
programming	language.	An	extremely	loose	analogy	would	be	to	compare	our	program	
to	a	very	dull	screenplay.	(Dull	because	tropes	like	plot	twists	and	red	herrings	are	not	
allowed.)	

	
We	can	think	of	our	program	as	a	narrative	sequence:	“this	is	done,	then	this,	unless	

that	happens	in	which	case,	we	do	this	other	thing,”	ending	in	some	kind	of	“voila,	the	
output.”	We	assume	that	if	the	narrative	makes	sense,	so	too	will	the	execution	of	the	
program.	

	
Circa	1974-1976,	Computer	Scientists	conceived	the	notion	that	the	mapping	of	the	

program	code	onto	the	execution	inside	the	computer	could	be	formalized,	
mathematized.	If	this	was	true,	then	it	would	be	possible	to	determine,	from	the	code	
alone,	i.e.	the	piece	of	paper	with	syntactically		correct	statements,	could	be	“proven”	
correct,	then	the	program	that	those	statements	caused	to	execute	would	be	“correct.”	
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The	result	of	this	effort,	essentially,	was	two-fold:	the	ability	to	prove	programs	of	

around	ten	statements;	and	strong	typing	systems.	The	latter	spawned	a	mini-industry	
of	ways	to	get	around	typing;	ranging	from	casting,	to	abstract	data	types,	to	dynamic	
languages.	

	
We	still	have	a	mental	model	problem.	We	think	the	narrative	makes	sense,	and	the	

computer	executes	our	narrative	without	apparent	error;	but,	damn	it,	it	did	exactly	
what	we	told	it	to	do	instead	of	what	we	meant	for	it	to	do.	

	
Absent	congruency	between	our	mental	model	and	the	underlying	operation	of	a	

state	machine,	it	is	impossible	to	determine	in	advance	of	execution	if	the	program	will	
run	and	if	it	runs	will	produce	the	desired	output.	The	only	option	is	to	run	it	and	see.	
When	the	inevitable	failures	occur,	laboriously	track	them	one-by-one	to	correct	them	
and	hope,	desperately,	that	one	correction	does	not	create	a	different	error	in	a	different	
part	of	the	program.	

	
	

Lady	Lovelace,	meet	Dr.	Brooks	
	

Turing’s	machine	is	an	abstraction.	Before	and	after,	others	attempted	to	embody	
computational,	algorithmic,	logic	in	some	kind	of	physical	device.	Leibniz	used	marbles	
and	gravity;	Pascal	created	the	Pascaline;	and	Ramon	Lull	(the	first	computational	
scientist)	used	a	set	of	rotating	discs.	

	
Babbage	designed,	and	partially	built,	the	special	purpose	Difference	Engine	and	

designed	but	never	completed	the	general-purpose	Analytic	Engine.	Had	it	been	built	as	
designed,	the	Analytic	Engine	would	have	been	Turing	Complete	and	therefore,	in	
principle,	programmable	with	a	language	like	the	one	we	discussed	earlier.	

	
Augusta	Ada	King,	Countess	of	Lovelace,	often	described	as	the	world’s	first	

programmer,	worked	with	Babbage	to	document	how	the	Engine	would	work.	In	1843	
the	two	of	them	published	a	paper	showing	how	the	Engine	could	compute	the	
“Bernoulli	Numbers.”	Her	appendix	‘G’	is	often	considered	the	first	program,	but	in	fact	
it	was	more	akin	to	an	“execution	trace”	of	the	state	of	the	machine	as	it	moved	numbers	
from	Store	to	Mill	and	back	again	according	to	instructions	contained	on	a	deck	of	
punched	cards.	(The	punched	cards	would	have	been	equivalent	to	what	we	call	a	
program.)	

	
Because	the	Analytic	Engine	was	never	built,	Lady	Lovelace	had	to	mentally	

construct	the	program	and	mentally	model	how	that	program	would	execute	on	the	
designed	hardware.	She	describes	the	problem:	

	
“How	multifarious	and	how	mutually	complicated	are	the	considerations	
which	the	working	of	such	an	engine	involve.	There	are	frequently	several	
distinct	sets	of	effects	going	on	simultaneously;	all	in	a	manner	
independent	of	each	other,	and	yet	to	a	greater	or	less	degree	exercising	a	
mutual	influence.	To	adjust	each	to	every	other,	and	indeed	even	to	
perceive	and	trace	them	out	with	perfect	correctness	and	success,	entails	
difficulties	whose	nature	partakes	to	a	certain	extent	of	those	involved	in	
every	question	where	conditions	are	very	numerous	and	inter-complicate.”	
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Because	appendix	‘G’	shows	results	not	process,	it	is	difficult	to	determine	the	
relationship	between	her	mental	model	of	the	program	and	the	mental	model	of	the	
execution	trace.	Did	she	somehow	find	a	way	to	use	the	latter	to	‘debug’	the	former;	or,	
did	she	somehow	manage	to	co-evolve	both	simultaneously?	

	
Whichever	way	she	did,	it	required	a	remarkable	mind,	as	she	herself	noted:	
	

“That	brain	of	mine	is	something	more	than	merely	mortal;	as	time	will	
show”		

	
Even	with	“That	brain,”	it	was	not	easy	for	her.	
	

“I	am	in	much	dismay	at	having	got	into	so	amazing	a	quagmire	&	
botheration.”	
	

Lady	Lovelace	was	forced	to	‘program’	only	in	her	head.	Perforce	she	
resolved,	in	this	one	particular,	albeit	not	trivial,	instance	the	“essential	
difficulty”	of	programming:	how	to	build	a	mental	model	of	what	the	machine	
was	doing,	what	state	it	was	in,	what	state	it	moved	to	as	a	result	of	new	
instruction	from	the	card	deck,	is	that	state	the	one	that	was	desired	/	expected,	
and	will	the	next	instruction	advance	the	progress	from	state	to	state	in	such	a	
way	that,	eventually,	the	final	state	of	the	machine	will	be	the	one	that	is	
necessary	and	correct.	

	
One	might	think	that	182	years	later,	with	two	new	disciplines	(Computer	

Science	and	Software	Engineering)	dedicated	to	understanding	programming,	
that	it	would	be	easier	for	Lady	Lovelace,	today,	to	do	what	she	did	in	(circa)	
1837.	

	
Not	really.	In	1986,	Fred	Brooks	would	still	state:	
	

“The	essence	of	a	software	entity	is	a	construct	of	interlocking	concepts:	
data	sets,	relationships	among	data	items,	algorithms,	and	invocations	of	
functions.	This	essence	is	abstract,	in	that	the	conceptual	construct	is	the	
same	under	many	different	representations.	It	is	nonetheless	highly	precise	
and	richly	detailed.	

	
I	believe	the	hard	part	of	[programming]	to	be	the	specification,	design,	
and	testing	of	this	conceptual	construct,	…		We	still	make	syntax	errors,	to	
be	sure;	but	they	are	fuzz	compared	to	the	conceptual	errors	in	most	
systems.”	

	
Abstract	or	embodied,	the	essential	difficulty	of	programming	remains	

unchanged,	or,	is	significantly	worse	because	of	the	power	of	the	digital	
computer,	the	complexity	of	the	problems	we	are	attempting	address	(the	
‘purpose’	of	our	programming),	and	the	arbitrary	nature	(what	Brooks	discusses	
as	the	lack	of	conformity)	of	a	program	itself.	

	
	
From	Hard	to	Harder	

	
In	1945,	building	on	the	work	of	Alan	Turing,	John	von	Neumann,	in	“First	Draft	of	a	

Report	on	the	EDVAC,”	defined	a	general	purpose,	stored	program,	computer.	Only	a	tiny	
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minority	of	computers	(quantum,	neural	nets,	dataflow,	reduction	machines)	are	not	
von	Neumann	(or	cooperating	multiple	von	Neumann)	architectures.	
	

A	TM	has	two	‘parts’,	a	read/write	head	and	infinite	tape.	A	von	Neumann	machine	
has	five:	memory,	a	processor	with	two	parts,	CPU	and	ALU,	an	input	device	and	an	
output	device.	Despite	the	150%	increase	in	‘moving	parts’	a	von	Neumann	computer	is	
a	TM	and	it	is	still	possible	to	define	a	programming	language	for	it.	

	
In	fact,	we	can	recapitulate	the	language	evolution	done	earlier	with	a	TM	from	a	

“primitive”	language	from	which	a	“rich”	and	“powerful”	language	can	be	recursively	
defined	in	terms	of	its	primitive	forebearers.	

	
	(We	could,	in	principle,	start	with	AND,	OR,	and	NAND	gates,	but	we	won’t.)	
	
In	principle	we	could	write	programs	for	a	digital	(von	Neumann)	computer	as	

nothing	more	than	a	string	of	1’s	and	0’s.	A	little	easier	would	be	a	string	of	hexadecimal	
numbers.	For	practical	purposes	we	will	start	with	assembler	language.	(we	bypassed	
the	CISC/RISC	instruction	sets	on	the	way.)	

	
Assembler	is	more	‘primitive’	than	the	language	invented	to	program	the	TM	—	e.	g.	

the	‘move’	statement	used	then	would	translate	into	several	assembler	statements.	
Assembler	is	simple	in	the	same	way	that	our	first	Turing	language	was	simple	even	
though	it	consists	of	more	than	six	‘statements’.	

	
If	we	want	to	make	assembler	easier,	ala	our	efforts	with	the	Turing	programming	

language,	we	do	not,	however	add	statements,	but	instead	aggregate	them	to	create	
statements	in	a	“higher	order”	language	like	BASIC.	As	long	as	we	can	recursively	define	
our	current	language	in	terms	of	its	more	‘primitive’	antecedent,	all	the	way	down	to	
binary,	we	still	have,	in	principle,	something	we	could	model	as	a	finite-state	machine.	

	
Once	you	have	your	first	higher-order	language,	e.g.	BASIC,	you	are	done.		Right?	
	
After	all,	the	hardware	is	a	TM	and	your	language	recursively	reduces	to	that	same	

TM,	so	anything	that	the	TM	can	compute	can	be	expressed	in	that	first	higher-order	
language2.	

	
BASIC	was	not	the	ultimate	programming	language	for	two	major	reasons:	
	
1) expressing	anything	interesting	in	BASIC	requires	thousands	of	lines	of	code	

permeated	with	unconditional	branching	yielding	the	infamous	“spaghetti	
code3.”	Attempts	to	address	this	problem	focus	on	adding	structure	and	
superstructure	to	and	on	top	of	the	language.		

	
2) the	power	and	potential	of	the	computer	to	implement	mathematics	far	beyond	

the	simple	arithmetic	of	our	Turing	language	require	alternate	expressiveness.	
Here	we	look	to	other	languages,	keeping	in	mind	that	those	languages,	however	

	
2	It	is	possible	to	construct	a	“higher-order	language”	that	reduces	to	a	Turing	Machine	but	lacks	
the	full	computational	power	of	the	TM.	Care	must	be	taken	to	ensure	what	Christopher	
Alexander	would	later	call	“essence	preserving	transformations”	as	you	devise	new	languages.	
3	The	snarls	you	could	create	in	BASIC	were	nothing	compared	to	what	you	could	do	in	early	
versions	of	COBOL	with	its	ALTER	statement	—	allowed	you	to	change	the	execution	logic	in	one	
part	of	the	program	from	an	entirely	different	segment	of	the	code.	
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different	they	might	appear,	are	still	recursively	defined	in	terms	of	our	
primitive	Turing	language.		

	
	
Not	only	did	you	need	a	more	powerful	language	than	BASIC,	you	needed	discipline	

in	how	you	would	use	that	language.	This	led	to	Structured	Programming	and	an	
underlying	Dijkstra	abstraction:	“A	program	is	algorithms	plus	data	structures.”	

	
Algorithms	did	things,	and	data	structures	were	the	passive	victims	of	what	was	

done.	And,	bonus,	algorithms	were	far	more	amenable	to	“proof”	than	programs.	
	
The	increasing	volume	and	sophistication	of	algorithms	and	formally	defined	data	

structures,	puts	immense	pressure	on	programming	languages	used	to	express	them.	It	
puts	even	more	pressure	on	the	human	programmer	faced	with	the	need	to	create	a	
mental	construct	of	what	the	program	is	doing,	when.		

	
Indirectly,	the	human	programmer	was	faced	with	an	additional	difficulty	—	which	

of	the,	quite	literally,	different	programming	languages	should	be	used?	During	the	
1970s	and	1980s,	it	seemed	as	if	new	programming	languages	were	invented	daily.	Dr.	
Dobb’s	Journal,	a	popular	subscription	resource	in	those	days,	introduced	2-4	languages	
each	issue,	and	had	the	popular,	“Language	of	the	Month,”	column.	

	
A	plethora	of	languages,	each	optimized	for	a	particular	family	of	algorithms	and	no	

way	to	decide	among	them.	Market	forces	decided,	which	language	captured	the	fancy	of	
enough	programmers	that	business,	even	then	the	primary	source	of	revenue	for	
software	developers,	felt	that	its	adoption	would	ensure	a	steady	supply	of	coders	
conversant	with	that	language.4	

	
And	more	was	required	than	a	“better”	language.	Standards	had	to	be	imposed	on	

how	that	language	was	to	be	used,		standards	in	the	form	of	meta-level	constructs	that	
imposed	structure	and		organization.	

	
This	is	the	point	of	“structured	programming.”	What	can	we	do	with	the	collection	

(sequence)	of	programming	statements	—	the	code	—	that	can	reduce	the	amount	of	
time	to	write	the	code	and	the	amount	of	time	required	to	find	within	that	code	the	
source	of	the	inevitable	errors	made	in	the	writing?	

	
Note:	this	is	not	asking	how	we	might	facilitate	our	ability	to	construct	necessary	

mental	models	of	how	that	code	executes?	We	are	not	asking	how	can	we	help	Lady	
Lovelace	(and	the	multitude	of	programmers	far	less	capable	than	she)	deal	with	the	
complexity,	“the	multifarious	and	mutually	complicated	considerations	…,”	she	described?	

	
A	first	step	is	to	define	a	finite	set	of	“control	structures,”	e.g.	loops,	IF-THENs,	etc.;	

quickly	followed	with	attempts	to	define	and	utilize	a	notion	of	‘modularity’.	Modularity	
is	nothing	more	than	an	attempt	to	break	a	big	program	into	a	set	of	little	programs	that	
collectively	accomplish	what	the	big	program	was	intended	to	deliver.	

	
Modules	could	be	nested.	Our	big	program	broken	up	into	smaller	ones,	each	of	

which	might	be	decomposed	into	yet	smaller	ones:	until	we	reach	a	point	where	we	can	
reliably	build	a	mental	model	of	the	program	bounded	by	that	module.	

	
	

4	Or,	better	yet,	a	government	standard.	That	is	what	made	COBOL,	but	Ada	was	not	as	fortunate,	
despite	a	DoD	squishy	mandate	for	its	use.	
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Structured	Programming	(circa	1970)	advocated	this	approach	and	detailed	ways	to	
devise	appropriate	modules.	An	ideal	module	would	have	minimal	“coupling”	and	
maximum	“cohesion.”	Both	coupling	and	cohesion	were	defined	with,	at	least	heuristic,	
precision.	Ways	of	specifying	interfaces	and	interactions	between/among	modules	were	
‘defined’,	assuring	the	ability	to	integrate	our	modules	back	into	the	larger	program	we	
started	with.	

	
Of	course,	this	is	no	simple	task.	
	

[First,]	perceiving	and	bringing	together	under	one	Idea	the	scattered	
particulars,	so	that	one	makes	clear	the	thing	which	he	wishes	to	do...	
[Second,]	the	separation	of	the	Idea	into	classes,	by	dividing	it	where	the	
natural	joints	are,	and	not	trying	to	break	any	part,	after	the	manner	of	as	
a	bad	carver...	I	love	these	processes	of	division	and	bringing	together,	and	
if	I	think	any	other	man	is	able	to	see	things	that	can	naturally	be	collected	
into	one	and	divided	into	many,	him	I	will	follow	as	if	he	were	as	a	god.	

-	Plato	
	

Few	programmers	would	satisfy	Plato	sufficiently	to	be	godly	followed.	For	the	rest	
of	us,	the	archetypal	program	architecture:	the	Program	Structure	Chart	(PSC)	with	its	
“master	control	module	atop	a	tree	structure	of	“afferent,”	efferent,”	and	transform	
modules.	So	ingrained	is	this	program	architecture	that	it	is	automatically	recreated	in	
any	programming	language	demanding	a	“main	(	)”	module.	

	
Modularity,	whether	intended	or	not,	did	enhance,	somewhat,	the	ability	to	

construct	mental	models	of	what	the	program	was	doing.	It	is	easier	to	conceptualize	
what	is	happening	in	a	module	than	the	program	as	a	whole.	The	simplicity	and	rigidity	
of	the	Program	Structure	Chart	—	“centralized,	hierarchical,	control”	—	assisted	
comprehension	of	the	program	as	a	whole.	

	
With	one	critical	exception.	The	“Master	Control	Module”	at	the	head	of	the	PSC	

became	more	and	more	complicated,	exponentially	so,	as	a	function	of	the	number	of	
modules	being	controlled.	

	
Modularity	introduced	new	problems	almost	as	fast	as	it	solved	old	ones	and	we	will	

return	to	the	issue	again.	
	
All	of	this	effort	with	languages	assumes	some	kind	of	mapping,	ideally	an	

isomorphic	mapping,	between	the	language	and	the	physical	computer	(circuits,	NAND	
and	OR	gates,	primitive	instruction	set,	etc.).	

	
If	this	assumption	is	valid,	then	the	language	is	actually	a	“virtual	machine”	and	it	

should	be	possible	to	build	a	mental	model	of	the	virtual	machine	instead	of	the	actual	
machine	itself.		Programming	becomes	a	kind	of	story	telling;	using	words	and	grammar	
that	are	stilted	and	limited,	but	still	somewhat	familiar	to	the	language	you	use	every	
day	to	describe	your	world	and	things	that	go	on	in	that	world.	

	
If	you	craft	your	story	carefully,	it	can	serve	the	needs	of	two	audiences.	First,	of	

course,	you	tell	your	story	to	the	machine,	and	it	faithfully	executes,	in	a	very	literal	
fashion,	your	story.	Second,	your	“mental	model”	is	captured,	metaphorically	speaking,		
in	words	and	sentences	and	can	therefore	be	communicated	to	other	programmers.	

	
Enter,	however	briefly	and	incompletely,	the	world	of	Literate	Programming.	
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It	is	important	to	note,	that	all	of	this	work	on	languages	and	structured	
programming	—	even	the	efforts	with	proof	and	typing	—	do,	essentially,	nothing	in	
regard	to	solving	the	problem	of	creating	and	utilizing	a	mental	model	of	what	is	going	
on	inside	the	computer	as	it	executes	a	program.	Nothing	to	help	Lady	Lovelace,	nothing	
to	resolve	Brooks’	“essential	difficulty.”	

	
The	underlying	idea	of	a	“virtual	machine”	mapping	to	a	physical	machine	in	order	

to	simplify	thinking	about	what	is	happening	remains	attractive.	It	should	be	possible,	
somehow,	to	guarantee	the	mapping	between	virtual	and	physical,	thereby	ensuring	
(assuring)	that	our	mental	model	of	the	virtual	will	suffice	as	a	substitute	for	a	mental	
model	of	the	actual.	
	
	
Turtles	all	the	Way	Down	
	

A	virtual	machine	is	a	tool	for	hiding	complexity5.		
	
The	world	of	computers	and	software	are	absolutely	dependent	on	the	use	of	virtual	

machines.	A	circuit	diagram	is	a	virtual	machine	for	the	hardware.	An	Instruction	Set	is	a	
virtual	machine	for	the	circuit	diagram.	Assembler	is	a	virtual	machine	for	the	
instruction	set.	BASIC	is	a	virtual	machine	for	Assembler.	UML	is	a	virtual	machine	for	
the	programming	language6.	

	
An	essential	element	of	a	virtual	machine	is	a	kind	of	“code-hiding;”	or	the	

aggregation	of		directive	elements	of	the	layer	below	into	one,	simpler,	directive	at	the	
level	of	the	virtual	machine.	For	example:	“First-generation”	languages,	like	Assembler,	
allowed	one	statement,	e.g.	‘Move	X		Y’,	to	be	used	instead	of	a	sequence	of	“op-codes.”	
An	op-code	being	a	specific	instruction	to	push	a	binary	string	through	some	kind	of	
physical	circuit.	

	
This	principle	of	“code-hiding”	can	be	used	to	construct	‘powerful’	programming	

languages;	e.g.	a	single	line	of	BASIC	hides	dozens	of	lines	of	assembler.	Similarly,	a	block	
of	programming	statements	might	be	packaged	as	a	‘function’	and	executed	with	a	single	
line	of	code	written	back	in	your	“main().”	Collections	of	such	functions	could	be	
packaged	as	“libraries”	where	the	block	of	code	you	are	using	is	not	visible.	

	
UML	was	mentioned	as	a	virtual	machine	because	it	does	engage	in	‘code-hiding’	like	

other	virtual	machines,	but	adds	the	concept	of	a	model.	The	model	relates	multiple	
instances	of	code-hiding	to	each	other,	introducing	a	larger	degree	of	granularity.	Not	
only	do	you	hide	a	block	of	code,	you	hide	a	block	of	design	decisions	along	with	the	
multiple	inter-related	blocks	of	code	being	hidden.	

	
5	Complexity,	as	typically	used,	refers	to	a	system	or	situation	that	is	convoluted	and	complicated	
but	not	necessarily	one	that	also	exhibits	properties	like	self-organization	and	emergence.	The	
latter	have	come	to	be	known	as	Complex	Systems	and	an	entire	branch	of	scientific	academia	
has	focused	on	their	study.	“Living”	systems	—	because	the	exemplars	are	biological,	ecological,	
and	cultural	—	is	a	good	alternative	label	for	Complex	Systems.	The	difference	between	complex	
and	Complex	will	be	important	later	in	this	essay	and	if	context	alone	does	not	make	it	clear	
which	is	being	spoken	of,	overt	statements	will	be	made	to	make	the	meaning	clear.	
	
6	UML	can	be	thought	of	as	a	virtual	machine	for	programming	language,	but	should,	more	
accurately,	be	considered	a	meta-virtual	machine.	UML	is	a	model	of	the	virtual	machine	“onion”	
(the	layers	of	virtual	machines	between	programming	language	and	circuitry)	and	the	context,	to	
some	extent,	within	which	that	virtual	machine	operates.		
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Et	Voila	—	the	“framework		
	
Frameworks	add	still	another	layer	of	code-hiding.	A	single	statement	in	a	

framework	might	yield	an	entire	“program’s	worth”	of	functionality.	Think	Web	site	
building	frameworks.		

	
Frameworks	are	“powerful”	in	the	sense	that,	while	a	function	call	might	hide	tens	of	

lines	of	code,	an	API	call	to	a	framework	might	hide	thousands	of	lines	of	code.	As	in	the	
packaged	libraries	of	functions	mentioned	earlier,	the	code	behind	the	API	call	is,	
usually,	invisible.	This	is	considered	a	good	thing,	with	all	kinds	of	virtuous	words	
(encapsulation,	interface/implementation	separation)	used	to	explain	why.	

	
Danger	Will	Robinson!	For	all	kinds	of	reasons,	code	you	cannot	see	is	code	that,	

more	often	than	not,	will	rise	up	and	bite	you	in	your	program7.	
	
It	common	for	programs	written	today	to	employ	the	use	of	multiple	frameworks;	

one	for	UI,	one	for	persistence,	one	for	functionality,	one	for	program	file	management,	
and	one	for	network	communication	–	creating	a	kind	of	Jenga	tower	frameworks,	
libraries,	and	code.	
	

It	is	no	longer	possible	to	be	a	‘programmer’	—	one	must	be	a	“full	stack	developer.”	
	
The	full-stack	is	a	Jenga	tower	in	the	sense	that	any	disturbance	at	the	lower	levels	

of	the	stack	can	cause	the	entire	stack	to	crumble.			
	
A	simple	example.	In	2016,	Azer	Koculu,	for	entirely	valid	reasons,	removed	11	lines	

of	code	from	the	npm	platform,	a	repository	of	functionality.	The	eleven	lines	of	code	
was	a	module	named	“left-pad.”	Its	removal	“broke	the	Internet.”	A	bit	of	exaggeration,	
but	the	code	base	of	large	users	like	Facebook,	AirBnB,	and	Netflix	suddenly	stopped	
working	because	their	framework	code	was	dependent	upon	other	framework	code	
which	was	dependent	on	yet	other	framework	code	that	was	dependent	on	“left-pad.”	

	
Every	level	of	the	stack	is	dependent	upon,	coupled	to,	code	in	the	underlying	layer.	

When	the	stack	gets	sufficiently	deep,	the	code	at	the	bottom	is	effectively	invisible	—	it	
could	be	found	and	examined,	but	no	one	would	ever	take	the	time	to	do	so	because	it	
simply	would	not	occur	to	anyone	that	something	as	buried	as	“left-pad”	could	have	any	
relevance.	
	

While	it	might	be	argued	that	this	accumulation	of	superstructure	has	made	
programming	easier	in	terms	of	the	number	of	lines	of	code	that	a	programmer	must	
write	and	understand;	has	it,	in	any	way,	eased	the	cognitive	workload,	that	mental	
model,	imposed	on	human	programmers?	

	
A	little	bit	of	nuance	should	be	acknowledged	here.	As	a	programmer	using	all	the	

frameworks	and	libraries	available	to	me,	I	should	be	able	to	create	and	hold	a	mental	
model	of	what	my	ten	or	twenty	lines	of	code	are	doing	as	they	execute	in	the	virtual	
machine,	several	layers	thick,	that	surrounds	the	Turing	Machine	at	its	core.	

	
	

7	In	the	1980s	and	early	1990s	there	were	multiple	companies	selling	function	libraries.	Each	
library	was,	of	course,	idiosyncratic	to	those	developing	it.	Woe	to	those	attempting	to	use	
libraries	from	two	different	sources	in	the	same	program.	Conflicts	ranging	from	naming	to	
algorithm	design	were	almost	inevitable.	
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That	is,	if	and	only	if,	the	virtual	machines	do	in	fact	operate	as	advertised.	But,	of	
course,	they	do	not.	When	an	error	occurs	It	is	actually	harder,	quite	often	effectively	
impossible,	for	the	programmer	to	determine	why.	The	API	says	‘X’	will	return	‘a’	and	
your	API	code	is	exactly,	syntactically	correct	but	you	enter	X	and	the	code	returns	‘b’	
and	your	program	breaks.	You	report	the	problem	and	a	few	weeks	later	someone	at	the	
vendor	who	provided	the	framework	may	get	back	to	you:	“well	it	returns	‘a’	unless	X	
involves	a	prime	number,	but	that	so	seldom	happens	it	was	never	documented,	but	it’s	
in	the	code.”	

	
And	there	are	still	all	those	“left-pad”	dependencies,	ow	which	we	have	no	

awareness.	
	
All	this	effort	to	create	‘better’	languages,	libraries,	tools,	frameworks,	and	

architectures	has	dramatically	changed	the	way	that	programs	are	conceived	and	
executed.	Arguably	they	have	resolved,	to	some	significant	degree,	many	of	what	Brooks	
called	“accidental	difficulties	of	programming.		

	
As	to	the	essential:	polymath	Ada	and	Doctor	Brooks	are	still	waiting.	

	
	
It’s	Arbitrary	
	

Mentioned,	alluded	to,	but	not	made	explicit	is	another	problem:	one	hidden	behind	
the	multiplicity	of	languages	and	frameworks	and	the	idiosyncratic	nature	of	code.	

	
Remember	that	“infinite	tape”	used	by	the	Turing	Machine.	
	
The	simple	six-line	program	used	to	introduce	the	idea	of	a	TM	programming	

language	did	nothing	interesting	–	merely	moved	across	the	tape	until	it	encountered	a	
‘B’	or	a	‘1’	and	then	terminated	in	an	accept	or	reject	state.	Let’s	imagine	for	a	moment	
that	we	wrote	an	interesting	program;	one	that	would	detect	whether	or	not	a	sequence	
of	characters	on	the	tape	was	a	palindrome	and	whether	or	not	the	number	of	letters	in	
that	palindrome	was	even	or	odd.	Or	still	more	interesting	yet,	to	create	a	well-formed	
Haiku.	

	
Do	we	have	any	reason	to	believe	that	the	program	we	wrote	was	“correct?”		
	
In	the	case	of	the	palindrome	program	we	can	evaluate	the	results	and	confirm	that	

program’s	answer	matched	our	observation	of	a	given	sequence	of	letters	as	an	actual	
palindrome	with	an	even	or	odd	number	of	letters.	

	
In	the	case	of	the	Haiku,	probably,	almost	certainly,	not.	
	

• Can	we	map	syllables	to	ON	(sounds	in	Japanese)?	Maybe.	
• Are	there	to	asymmetrical	sections?	Maybe.	To	they	allow	juxtaposition	of	

two	subjects	with	some	kind	of	polarity	(e.g.	large-small,	natural-human	
made)?	Maybe	with	advanced	AI.		

• Is	there	a	wistful	tone	an	expressionistic	brevity?	Very	doubtful.	
• Is	the	style	elliptical,	“telegram	style”	syntax	with	no	superfluous	words?	

Equally	doubtful.	
• Imagery	predominates	over	ideas	and	statements,	meaning	is	suggestive,	

requiring	human	participation?	Almost	certainly	not.	
• Avoidance	of	metaphor	and	similes?	Extremely	doubtful.	
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• Non-rhyming	lines.	Probably	
	

If	we	do	not,	or	cannot,	specify	exact	criteria	by	which	the	output	of	the	program	is	
to	be	evaluated,	and	somehow	map	the	means	of	producing	that	output	to	the	results,	
we	cannot	determine	if	the	program	accomplished	its	objective,	or	if	it	appears	that	it	
did,	cannot	determine	if	it	was	blind	luck	or	precision	computation.	
	

We	can	generalize	this	to	the	programmer	as	well.	We	can	say	that	a	programmer	
provided	a	“correct”	program	if	an	only	if	the	programmer’s	product,	the	program,	was	
given	specifications	that	comprehensively	and	accurately	mapped	to	the	“requirements”	
we	provided	her	and	the	program	subsequently	produced	an	output	that	matched	those	
specifications.	

	
If	our	program	was	“correct”	(and	our	programmer	did	a	“correct”	job	of	writing	

that	program)	does	that	enable	us	to	say	further	that	the	program	(programmer)	was	
“good”	or	“better”	or	“best”	or	“optimal?”	

	
The	answer	is	no.	
	
Being	absolutely	literal,	a	program	is	an	algorithm	and	an	algorithm	is	a	program,	so	

let’s	restate	the	question:	can	we	state	that	any	algorithm	is	optimal,	best,	better,	or	even	
good?	Computer	scientists	have	asked	and	answered	those	questions	with	regard	
algorithms.	

	
For	example,	Donald	Knuth	discusses	the	idea	of	“good”	and	“elegant”	algorithms	but	

defines	them	in	terms	of	extrinsic,	not	intrinsic,	qualities,	e.g.	how	fast	they	execute.	The	
‘better”	algorithm	is	the	one	that	executes	in	the	fewest	number	of	compute	cycles.	

	
Another	extrinsic	quality	is	the	ability	of	the	algorithm	to	adapt	to	a	computer.	This	

makes	sense	when	one	considers	that	a	cordon	bleu	chef	uses	algorithms	(at	least	
heuristic	ones)	to	create	a	five-star	meal,	but	those	algorithms	are	not	readily	adapted	to	
computer	execution.	

	
Gregory	Chaitin	states	that	an	algorithm	is	“elegant”	if	it	is	the	“smallest	possible	

program	for	producing	the	output	that	it	does.”		But,	he	said,	“there	is	no	way	to	prove	
than	an	algorithm	is	elegant,	as	such	a	proof	would	solve	the	halting	problem.”	
	

Implicit	in	both	Knuth’s	and	Chaitin’s	notions	of	‘good’	and	‘elegant’	is	the	fact	that	
there	are	multiple	algorithms,	multiple	programs,	that	accomplish	the	same	task.	
Further,	there	is	no	way	to	use	intrinsic	qualities	of	those	algorithms	to	evaluate	the	
efficacy	of	one	over	the	other.	We	have	to	rely	on	extrinsic	criteria	like	speed	of	
execution.	

	
Perhaps	if	we	had	two	or	three	specific	algorithms	(or	programs,	or	programming	

languages)	to	choose	between,	we	might	be	able	to	come	to	at	least	an	informal	
consensus	as	to	which	was	best.	[Not	likely.	Remember	the	‘holy	wars’	between	
Smalltalk	and	C++	back	in	the	early	90’s?]	

	
Unfortunately,	there	is	an	infinite	number	of	algorithms/programs	that	can	

accomplish	the	exact	same	task.	This	is	a	consequence	of	the	Turing	Machine’s	infinite	
tape.	There	are	an	infinite	number	of	ways	that	symbols	might	be	placed	on	the	tape;	an	
infinite	number	of	places	where	a	particular	sequence	of	symbols	might	occur;	an	
infinite	number	of	sequences	of	‘moves’	[read	|	write	|	forward	|	backward]	that	might	
encounter	the	desired	symbols	in	the	right	order,	et	cetera.	
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“Sequences	of	moves”	=	program,	so	there	are	an	infinite	number	of	programs,	an	

infinite	number	of	which	produce	any	specific	desired	output	and	an	infinite	number	
that	fail	to	do	so.	

	
Because	there	is	nothing	intrinsic	to	any	of	the	programs	in	the	infinite	set	of	those	

producing	a	desired	output	to	determine	the	“goodness”	of	that	particular	program	so	
any	choice	of	one	algorithm	or	program	or	programming	language	over	another	is	a	
purely	arbitrary	choice.	

	
“A	program	equals	algorithms	plus	data	structures,”	said	Edsger	Dijkstra.	Even	if	you	

accept	the	argument	that	all	algorithms	are	arbitrary	you	might	cling	to	the	hope	that	
the	other	half	of	your	program,	the	data	structures,	might	not	be	so.	

	
Consider	the	lowly	‘character’,	the	“atom”	from	which	all	data	structures	arise.	Then	

consider	EBCDIC	and	ASCII;	two	competing	character	representation	schemes.	By	what	
criteria	could	you	possibly	compare	and	decide	one	was	‘better’	than	the	other.	“Well	
one	came	from	IBM	so	that	must	make	it	better.”	Sounds	pretty	arbitrary.	

	
Both	character	set	representations	are	arbitrary	in	yet	another	way.	Both	assume	

that	the	character	set	that	must	be	represented	is	English	plus	some	“standard”	symbols.		
How	many	decades	passed	until	UNICODE	amended	this	kind	of	cultural	imperialism?	

	
From	characters	(represented)	we	get	strings	and	symbols	and	from	them	we	can	

begin	to	build	our	data	structures.	Simple	things	like	lists,	and	linked	lists,	and	arrays,	et.	
al.	Can	we	compare	such	data	structures	and	assert	that	one	is	better	than	another?	Only	
in	relation	to	the	algorithm	that	optimizes	the	use	of	such	a	structure.	And	the	algorithm	
is	subject	to	the	same	arbitrary	nature	as	always.	The	best	you	can	ever	say	is	that	this	
algorithm,	using	this	data	structure,	takes	fewer	machine	cycles	(etc.)	than	if	it	uses	that	
data	structure.	

	
Larger	scale	data	structures	(they	could	also	be	seen	as	frameworks	as	discussed	

above)	are	possible.	The	database	is	an	exemplar	and	in	the	early	to	mid-sixties	at	least	
three	different	conceptions	of	a	database	super-data	structure	existed:	hierarchical,	
network,	and	relational.	A	few	years	later	the	Object	database	model	was	added	to	the	
mix.	

	
Can	one	be	shown	to	be	‘better’	than	the	others?	Well,	relational	won	the	market,	so	

it	must	have	been	better?	Unfortunately,	for	developers,	businesses,	users	—	essentially	
anyone	whose	lives	intersected	a	system	grounded	in	a	relational	database	—	the	
answer	is	a	resounding	NO!	

	
Relational	databases	gained	market	share	via	fraud	—	the	claim	that	IF	the	database	

was	in	Boyce-Codd	Normal	Form	and	IF	you	wrote	a	properly	formed	SQL	query,	THEN	
whatever	results	were	returned	could	be	mathematically	proven	to	be	“correct.”	

	
Never	mind	the	fact	that	you	cannot	prove	that	your	Third-Normal	Form	schema	

was	correctly	transformed	into	Boyce-Codd	Normal	Form.	Never	mind,	that	complicated	
SQL	is	almost	impossible	for	programmers	to	construct.	Never	mind	that	constraints	
arising	from	actual	use	of	the	database	made	it	essential	to	‘de-normalize’	it	when	
deployed	on	hardware.	Never	mind	that	the	process	of	stripping	all	semantics	from	
information	in	order	to	translate	it	into	normalized	data	and	later	trying	to	recover	
those	semantics	from	SQL	queries	is	effectively	impossible.	
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William	Kent,	in	the	vastly	underappreciated	book,	Data	and	Reality:	A	timeless	
perspective	on	perceiving	and	managing	information	in	our	imprecise	world,	points	out	
how	data	representation	schemes	are	similarly	arbitrary.	
	

The	only	way	to	compare	/	evaluate	algorithms,	programs,	and	programming	
languages	(and,	by	extension,	data	structures)	requires	selection	of	some	kind	of	
extrinsic	quality(ies).	Is	there	any	way	to	decide	if	‘these’	qualities	are	better	or	more	
appropriate	to	use	than	‘those’?	Not	really.	

	
Historically,	speed	of	execution,	minimizing	compute	cycles,	and	minimizing	

memory	footprint	were	the	qualities	of	choice.	This	reflected	the	limitations	of	the	
available	hardware.	It	also	led	to	interesting	problems	like	the	Y2K	issue	(2-digit	year	
date	fields).	If	only	these	criteria	were	used,	then	Assembler	would	be	the	only	‘good’	
programming	language.	Elevation	of	Assembler	to	this	status	requires	rejecting	
languages,	binary	and	hexadecimal	that	would	require	even	less	cycles	and	memory	and	
would	execute	faster.	

	
Traditionally	used	extrinsic	criteria	(machine	cycles,	memory	footprint)	derived	

from	the	computer.	What	if	we	added	a	criterium	from	the	‘outside’	—	the	cognitive	load	
imposed	on	the	programmer	trying	to	visualize	what	is	going	on	inside	the	machine.	

	
If	we	do	this,	then,	voila,	C	becomes	the	optimal	programming	language.	If	a	

programmer	is	able	to	‘internalize’	the	C	programming	language	then	he	[changed	
gender	pronoun	here	for	obvious	reasons]	will	gain	significant	facility	with	visualizing	
the	internal	operation	of	the	computer.	

	
Well,	almost:	C	programmers	notoriously	abused	the	power	of	the	language,	creating	

programs	so	idiosyncratic	that	no	one	other	than	the	original	author	(and	often	not	even	
he)	could	work	with	the	code.	It	seems	that	the	ability	to	think	‘like’	a	machine	is	not	the	
same	as	the	ability	to	think	as	the	machine.	Not	surprising,	since,	like	algorithms	and	
programs,	there	are	an	infinite	number	of	state	machines,	TMs,	available	for	
programming.	

	
C	programmers	actually	had	contests	to	see	who	could	write	the	shortest	and	most	

obfuscatory	program	capable	of	generating	a	given	output.	It	would	be	hard	to	call	such	
programs	“elegant”	ala	Chatain.		C++	to	the	rescue	—	“imposing	discipline”	on	C	coders	
and,	coincidentally,	adding	yet	another	extrinsic	evaluation	criterium.	

	
A	favorite	criteria	of	computer	scientists	was/is	conformance	to	formal	

mathematics.	LISP	would	be	an	exemplar	of	a	language	selected	on	the	basis	of	this	
criteria.	PROLOG	would	be	another	even	though	its	‘fundamental	mathematics”	is	
symbolic	logic.	

	
The	initial	criteria	for	Smalltalk	(as	well	as	LOGO	and	all	its	variants)	was	the	degree	

to	which	it	enabled	natural	language-like	conversations	between	child	and	computer;	
not	a	criterium	likely	to	win	the	hearts	and	minds	of	computer	scientists	or	software	
engineers.	

	
So	far	it	is	clear	that	programming	languages,	programs,	and	algorithms	can	be	

compared	only	in	a	purely	arbitrary	manner,	or	via	application	of	some	kind	of	extrinsic,	
equally	arbitrary	as	to	selection	of	one	over	another,	criteria.	

	
Does	this	arbitrary	nature	carry	forward	when	considering	superstructures	like	

frameworks	and	architectures?	Unsurprisingly,	yes.	Unsurprising	because	almost	all	of	
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them	are	extensions	of	some	underlying	programming	language.	The	major	exception	
being	architectures	which	are	often	inspired	by	languages,	e.g.,	MVC	from	Smalltalk,	they	
can	be	language	independent.		

	
You	do	see	yet	another	extrinsic	criterium	being	used	to	justify	use	of	

superstructures	like	frameworks:	lines	of	code.	Using	the	frame	work	you	write	10	lines	
of	code	and	the	framework	writes	100	lines	of	code	that	you	never	see	but	is	necessary	
at	the	level	of	the	program	itself.	Another	claim	often	asserted	for	this	kind	of	
superstructure:	if	you	could	look	at	the	underlying	code	it	would	be	better	structured,	
more	modular,	and	more	likely	to	satisfy	extrinsic	criteria	like	memory	footprint	or	
speed	of	execution.	Mostly	however,	this	kind	of	superstructure	is	just	to	“save	the	
programmer	work.”	

	
You	also,	and	probably	unfortunately	for	most,	get	another	level	of	arbitrariness	–	

the	idiosyncratic	way	of	thinking	of	the	author	of	the	framework	(et.al.).	The	“work	
saved”	is	probably	work	that	the	author	is	bored	performing,	work	that	s/he	completely	
trusts,	and	that	suits	the	work	flow	they	customarily	use	to	complete	programming	
assignments.	

	
Notice	how	I	slipped	in	the	word	“trust?”	The	developer	of	the	superstructure	item	

knows,	intimately,	the	code	that	is	hidden	behind	the	framework/tool	but	you	do	not.	He	
trusts	his	code,	but	do	you?	You	actually	have	no	choice.	The	first	time	you	find	this	is	a	
problem	is	when	you	have	to	debug	your	code	only	to	find	the	real	source	of	the	error	is	
something	“assumed	to	be	so”	located	deep	within	that	code	you	did	not	write.	
	

Similar	arguments	can	be	made	about	tools.	For	example,	Eclipse	is	a	tool	that	
facilitates	the	creation	of	programs.	Despite	its	origins	in	Smalltalk8,	it	has	evolved	to	
support	languages,	frameworks,	and	architectures	shared	by	languages	like	Java.	Also,	
competing	tools,	like	IntelliJ,	that	conform	even	closer	to	the	idiosyncratic	nature	of	Java	
and	Java	superstructures	is	deemed	by	most	Java	developers	to	be	“superior.”	

	
And	then	there	is	Method.	When	Software	Engineering	was	initiated	as	an	academic	

discipline	it	was	obvious	that	the	vast	majority	of	those	graduating	from	that	discipline	
would	completely	incapable	(C-	to	F	grades,	roughly	55%),	mediocre	(C	to	B-	grades,	
roughly	25%),	or	competent	(B	to	A	grades,	roughly	12%).	Approximately	8%	(A+	
grade)	would	be	excellent.	(With	grade	inflation	since	1968,	maybe	four	to	five	percent	
might	be	considered	excellent.)	

	
To	compensate	for	human	deficiency,	we	came	to	rely	on	method.	Mechanical,	rote,	

step-by-step	actions	undertaken	according	to	formally	defined	pre-conditions,	ended	by	
formally	defined	post-conditions,	with	formally	defined	outputs	from	each	action	would	
take	the	human	out	of	the	equation	and	‘guarantee’	the	production	of	‘good’	programs.	

	
In	this	case	the	extrinsic	criteria	used	to	determine	the	‘goodness’	of	a	program	was	

consistency	and	conformance	to	the	formalisms	employed	in	the	method	to	generate	
that	code.	Still	arbitrary.	Still	focused	on	nothing	other	than	the	program	and	whether	or	
not	a	computer	would	execute	that	program	and	produce	expected	results.	

	

	
8	Smalltalk	programmers,	the	few	that	are	left,	do	not	use	tools	like	Eclipse.	The	tools	that	are	
part	of	the	Smalltalk	image	are	preferred,	both	because	they	are	embedded	in	the	environment	
and	because	they	“feel”	more	“consistent	with	the	philosophy	of	the	language.”	
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We	can,	in	some	cases,	determine,	to	some	extent,	if	a	program	is	correct.	We	cannot	
determine,	except	in	an	arbitrary	manner	determine	if	it	is	“good,”	either	in	an	absolute	
or	comparative	sense.	

	
This	just	adds	another	layer/level	of	difficulty	to	the	task	of	helping	programmers	

build	mental	models	and	resolve	the	essential	difficulty	of	programming.	
	
	
Bifurcation	
	

The	title	of	this	essay	implies	a	difference	between	programming	(which	is	hard)	
and	software	development	(mostly	impossible).	This	distinction	is	somewhat	artificial	
since	in	both	cases,	the	product	of	effort	is	a	program	—	statements	in	a	programming	
language	that,	once	compiled,	direct	a	computer	to	produce	a	desirable	output.	

	
Everything	that	has	been	said	so	far	applies	to	any	kind	of	programming	for	any	kind	

of	purpose.	Much	of	what	follows	is	more	informative	in	the	context	of	programs	
sponsored	by	business,	government,	or	organizations	for	the	express	purpose	of	
supporting	an	aspect	or	objective	of	the	sponsor.	

	
Programs:		

• that	are	inwardly	directed,	e.g.	device	drivers,	some	elements	of	operating	
systems,	network	protocols,	computing	infrastructure;	

• written	to	support	research	or	analysis,	e.g.	codes	for	simulating	nuclear	
explosions	at	Las	Alamos;	

• software	to	direct	the	operation	of	complicated	systems,	e.g.	the	Mars	Rovers	
or	Space	Stations	mentioned	in	opening	paragraphs	of	this	essay	

• CGI	and	computer-generated	visualizations;	
• And	similar;	

are	hard,	but	doable.	The	profession	has	an	admirable	record	of	developing	this	kind	of	
program	—	this	kind	of	software.	
	

It	is	the	“sponsored”	software,	the	programs	that	are	outwardly	facing,	towards	a	
domain,	e.g.	the	Obamacare	website	and	similar	infamous	examples	of	failure,	that	are	
(mostly)	impossible;	that	are	the	focus	of	most	of	the	rest	of	the	essay.	
	

	
“Software	Engineering	Considered	Harmful”	
	

Edsger	Dijkstra	again,	“Computer	Science	is	to	computers	as	Astronomy	is	to	
telescopes.”	Programs,	like	computers,	are	not	essential	to	Computer	Science,	but	both	
can	be	useful	tools.	Programming	within	Computer	Science	might	best	be	described	as	
tool-smithing.	

	
Programming	for	any	kind	of	‘external’	purpose,	“applied	programming,”	was	of	

much	interest	to	Computer	Scientists	as	“applied	mathematics”	was	to	Mathematicians	
—	essentially	irrelevant.	

	
Computers	quickly	assumed	much	greater	importance	outside	the	realm	of	

Computer	Science	than	within.	The	first	commercial	computer,	the	LEO	(Lyon’s	
Electronic	Office)	I	was	built	in	1951	with	programs	for	payroll,	order	entry,	inventory,	
production	control,	and	even	a	rudimentary	expert	system	for	blending	tea.	
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Seventeen	years	later	the	demand	for	computers	and	software,	nee	programs,	had	
exploded;	creating	a	crisis	in	demand	versus	supply	of	programmers.	Software	
Engineering,	first	proposed	as	a	discipline	and	a	profession	in	1968	was	intended	to	
resolve	that	crisis.	
	

First	order	of	business:	mass	production	of	programmers.	How	better	to	do	this	than	
a	new	academic	discipline?	Where	better	to	house	that	discipline	than	departments	of	
Computer	Science?	
	

As	with	any	effort	directed	towards	mass	production	it	was/is	necessary	to	
standardize	and	focus.	The	only	knowledge	necessary	for	this	nascent	professional	class:	
mathematical	/	computational	foundations,	programming	and	programming	theory,	
computer	operation,	and	methodical,	formal,	methods	or	techniques	for	programming.	
Later	additions	to	this	curriculum	would	include	formal	methods	for	capturing	and	
specifying	requirements	and	formal	procedures,	methods,	for	accomplishing	the	actual	
work	of	software	development.	

	
Domain	knowledge	—	understanding	of	where	and	why	the	problems	to	be	resolved	

with	software	—	not	required.	
	
The	exclusion	of	the	domain	was	a	fatal	error.	Exactly	why	will	be	discussed	in	a	bit;	

but	first,	why	was	the	domain	excluded.	
	
A	minor	factor	was	the	previously	mentioned	antipathy	towards	“applied”	

programming.	Far	more	important	was	a	fundamental,	erroneous,	presupposition	made	
with	regard	the	World,	and	therefore	any	subset	of	the	World,	any	domain.	

	
Lady	Lovelace	speculated:		

	
	“[if]	the	relations	of	pitched	sounds	in	the	science	of	harmony	were	
susceptible	to	such	expression	[mathematical	rules]	and	adaptations,	the	
engine	might	compose	elaborate	and	scientific	pieces	of	music	of	any	
degree	of	complexity	or	extent.	
	
[The	Engine-	might	weave	algebraical	patterns	just	as	the	Jacquard	loom	
weaves	flowers	and	leaves.	
	
We	might	even	invent	laws	for	series	or	formulae	in	an	arbitrary	manner	
and	set	the	Engine	to	work	upon	them,	and	thus	deduce	numerical	results	
which	we	might	not	otherwise	have	thought	of	obtaining.”	

	
The	Countess	wondered	“if	those	things	satisfied	mathematical	rules;”	computer	

scientists	and	software	engineers,	following	the	lead	of	19th	century	Physics	“knew”	that	
they	did.	Actually,	they	just	blithely	assumed	so.	

	
When	Herbert	Simon	wrote,	Sciences	of	the	Artificial,	he	used	‘artificial’	to	mean	

‘human-made’,	not	‘in	opposition	to	natural’.	Artificial	intelligence,	for	example,	differed	
from	human	intelligence	only	in	the	fact	that	the	former	was	a	product	of	the	latter	and	
not	some	evolutionary	process.	“Intelligence”	was	“intelligence”	regardless	of	its	origin	
story.	

	
The	Universe,	according	to	Physics	in	the	19th	century,	was	a	formally	describable	

(formal)	system;	i.e.,	it	could	be	described	using	a	formal	language,	mathematics,	and	
that	language	could	be	used	to	discover	and	express	discrete	elements,	relationships	
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among	those	elements	and	the	invariant	laws	that	governed	the	dynamics	of	the	system.	
Laplace	remarked	that	if	he	knew	the	position	and	vector	of	all	the	atoms	in	the	
Universe,	he	could	exactly	predict	any	future	state;	precisely	because	he	thought	that	
Physics	had	already	produced	the	formalisms	and	laws	governing	the	Universe.	

	
The	computer	is	a	formal	system	and,	if,	the	Universe	is	a	formal	system,	then	there	

should	be	a	kind	of	isomorphism	between	them	that	would	allow	the	computer	system	
to	replicate	the	Universe,	in	whole	or	in	part.		

	
For	any	“natural”	system	there	existed	an	equivalent	“artificial”	system.	For	

example:	the	brain	and	the	computer	were	both	formal	symbol	processing	systems.	
	
Corollary	to	this	belief	system	was	the	conviction	that	a	particular	way	of	thinking,	

derived	from	the	way	that	seemed	necessary	to	think	about	solving	problems	with	
programs	in	a	computer	—	Computational	Thinking	—	was	essential	thinking	about	
problems	and	solutions	in	the	natural	world.	Jeanette	Wing,	and	many	others,	insist	that	
Computational	Thinking	is	a	fundamental	skill	that	should	be	required	learning	for	all	
children	in	K-12	educational	systems.	

	
	This	mindset	had	the	effect	of	justifying	the	exclusion	of	domain	knowledge	from	

the	Computer	Science	/	software	Engineering	curriculum.	All	that	is	necessary	is	to	
understand	how	to	program	the	computer	so	that	it	generated	results	that	satisfied	a	set	
of	well	specified	requirements.	Because	the	natural	world,	and	its	subsets	like	the	
business	world,	were	formal	systems,	then	it	would	always	be	possible,	in	principle,	to	
articulate	the	necessary	requirements.	

	
True:	requirements	must	be	complete,	concise,	consistent,	and	disambiguous.	To	be	

disambiguous,	a	requirement	must	adhere	to	the	kind	of	analytical	abstraction	of	
computational	thinking.	All	kinds	of	social,	psychological,	emotional,	aesthetic,	etc.	
wants	and	needs,	difficult	to	put	into	formal	requirements	must	either	be	discarded	as	
immaterial	and	irrelevant	or	some	kind	of	requirements	engineering	approach	needed	
to	be	developed	to	pummel	them	into	tractable	formal	requirements.	
	

The	fact	that	no	one	can	produce	an	adequate	set	of	requirements	does	not	call	into	
question	the	assumptions	of	Software	Engineering.	Instead	the	problem	is	deemed	to	lie	
with	incompetent	domain	experts	to	clearly	state	their	needs.	To	help	them	do	a	better	
job	with	documenting	their	requirements,	Software	Engineering	is	happy	to	supply	a	
method	for	“Requirements	Engineering.”	

	
If	we	have	difficulty	doing	requirements	engineering,	then	we	need	to	do	a	bit	of	

business	engineering,	followed	by	social	engineering,	followed	by	cultural	engineering,	
followed	by	human	psychological	engineering	—	until	computational	thinking	has	
appropriately”	rationalized	the	world;	making	it	safe,	at	last,	for	computers.	

	
The	myriad	failures,	problems,	or	inadequacies,	clearly	evident	the	past	five	decades,	

have	not	led	to	reflection	on	the	assumptions	or	the	approach	of	Software	Engineering.	
Instead	they	lead	to	demands	for	more	rigorous	application	of	computational	thinking	
and	the	‘scientific”	principles	expounded	by	Herbert	Simon.		

	
	
Masters	of	the	Artificial	
	

Software	Engineering	has	had	success.		
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Software	keeps	the	international	Space	Station	(ISS)	running,	placed	multiple	rovers	

on	Mars,	routes	trillions	of	messages	around	the	Internet,	keeps	airplanes	in	the	air	
(usually),	and	makes	the	modern	world	possible.	

	
Software	Engineering	works	in	these	cases	because	the	assumed	isomorphism	

between	the	real	world	and	the	computer	(formal	system	to	formal	system)	actually	
prevails.	

	
You	can	write	complete,	concise,	and	unambiguous	specifications	for	the	ISS	and	

engineer	the	software	required	for	it	to	operate.	With	one	“minor”	problem	—	there	are	
people	on	board.	You	cannot	possible	write	accurate	specifications	for	how	humans	will	
interact	with	the	formal	part	of	the	system,	so	you	dehumanize,	mechanize	and	make	
deterministic,	the	humans.	You	mandate	procedures	and	protocols	and	train	the	people	
to	follow	them	precisely	and	automatically.	

	
Although	I	have	never	been	an	astronaut,	nor	had	the	millions	to	spend	on	a	paid	

trip	to	the	space	station,	I	have	flown	airplanes	and	received	some	training	in	
commercial	level	aircraft.		Indirect	knowledge	of	how	astronauts	work	coupled	with	
direct	knowledge	of	my	own	flying,	leads	me	to	conclude	that	both	cases	engender	
similar	expectations	and	requirements.	

	
Even	the	smallest	private	aircraft	comes	with	a	set	of	checklists:	one	for	pre-flight	

inspection,	one	for	instrument	setting	and	ignition,	one	for	taxiing	and	take	of	landing,	
along	with	radio	procedures.	No	matter	how	experienced	the	pilot,	these	checklists	must	
be	held	in	hand	and	followed,	in	sequence.	(The	next	time	you	look	out	the	window	at	
the	airport	and	see	the	co-pilot	walking	around	inspecting	the	plane,	without	a	checklist	
in	hand,	be	assured	that	the	pilot,	in	the	cockpit,	has	the	card	in	hand	and	is	reading	it	to	
the	co-pilot	over	the	radio.)	

	
Humans	are	not	to	be	trusted9.	They	must	be	guided	by	external	controls,	checklists,	

and	protocols.	Violation	of	these	can	result	in	loss	of	license.	
		
Engineered	software	is	totally	dependent	on	specification.	If	a	specification	is	not	

included	the	software	cannot	accommodate	it.	When	James	Lovell	stated,	“Houston,	
we’ve	had	a	problem,”	he	was	reporting	an	event	outside	the	set	of	requirements	
developed	for	the	Apollo	13	craft,	and	even	that	the	software	did	not,	therefore,	
accommodate.		

	
“If	you	can	specify	it,	we	can	build	it.”	
	
Paolo	Soleri	is	an	architect,	most	famous	for	his	notions	of	“arcologies.”	His	project	

in	Arizona,	Arcosanti,	was	intended	to	be	a	testing	ground	for	some	of	his	ideas	about	
engineered	habitats.	His	work	spawned	a	genre	of	“super	structural”	construction	
projects	ranging	from	artificial	islands	on	Earth	to	habitats	on	Mars.	

	
Soleri	had	visions	of	maximizing	agricultural	land	use	and	minimizing	the	footprint	

of	cities	with	the	construction	of	massive,	single	buildings,	that	simultaneously	provided	
living	and	working	space	for	500,000	inhabitants;	schools,	manufacturing,	and	retail	

	
9	Interestingly	enough,	there	are	no	checklists	for	emergencies.	Then	the	safety	of	everyone	is	
totally	dependent	of	the	human	abilities	of	the	pilot.	Similarly	,with	Apollo	13,	it	was	handy	that	
humans	were	on	board	to	resolve	the	problem.	



	 20	

facilities;	internal	food	growth;	plumbing,	electricity,	HVAC;	intra-building	transport,	
and	all	other	kinds	of	infra-structural	requirements.	

	
We	could	engineer	one	of	Paolo	Soleri’s	arcologies	and	we	could	engineer	the	

software	to	operate	it.	
	

	
Figure	1	-	an	arcology,	city	for	500,000	residents	while	providing	all	supporting	utilities,	manufacturing,	

agriculture,	and	commercial	services	expected	for	a	city	of	that	population.	

	
Whether	or	not	anyone	would	choose	to	live	in	one	is	another	question	entirely.	
	
Everything	discussed	so	far	in	this	essay:	all	the	advances	in	programming	and	

programming	languages;	all	of	the	advances	in	computational	science;	all	of	the	tools	
and	frameworks	and	platforms;	all	of	the	methods;	everything	from	applied	Computer	
Science	and	all	of	Software	Engineering	have	made	it	possible	to	build	immense,	densely	
complicated,	massively	convoluted	artificial	systems	—	Like	Paolo	Soleri’s	arcologies.	

	
An	extremely	trite,	but	nevertheless	true	adage:	“if	your	only	tool	is	a	hammer,	every	

problem	looks	like	a	nail.”	
	
Software	Engineering	is	our	tool.		Every	problem,	therefore,	looks	like	a	massive	

complicated	nail.		
	
Add	the	presupposition	that	the	natural	world	is	a	formal	system,	like	the	computer	

or	a	program,	and	it	is	easy	to	fall	into	the	error	that	the	World	or	any	subset	of	that	
world	is	a	“massively	complicated	nail.”	

	
The	result	of	this	mindset	is	a	practice	of	software	development	that,	

preponderantly	involves	teams	of	tens	to	hundreds	of	developers	wielding	“hammers,”	
that	would	make	Thor	jealous,	to	pound	“nails”	measured	in	hundreds	of	thousands	to	
hundreds	of	millions	of	lines	of	code.	
	

Bob	Martin,	recently	tweeted,	“programming	is	the	hardest	problem	every	
undertaken	by	humans	and	therefore	it	is	no	surprise	that	it	is	hard.”	This	only	makes	
sense	if	“programming”	is	taken	to	mean	the	creation	of	large-scale	projects	with	
millions	of	lines	of	code	and	hundreds	of	developers	simultaneously	engaged	in	writing,	
testing,	and	debugging	all	that	code.	
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Because	we	assume	‘the	work’	to	be	so	large	and	complicated,	we	assume	that	the	
only	viable	approach	to	doing	the	work	must	be	grounded	in	formal	method	and	the	
tools	necessary	to	support	the	work	are	necessarily	large	and	complicated.	

	
Microsoft’s	Visual	Studio,	an	Integrated	Development	Environment	(IDE),	is	used	by	

nearly	a	third	of	professional	software	developers.	It	is	one	of	the	largest	“programs”	
ever	written;	nearly	55	million	lines	of	code.	

	
Microsoft	commissioned	an	empirical	study	of	how	the	tool	was	used,	led	by	Chris	

Grainger.	The	findings:	nearly	98	percent	of	the	code	was	irrelevant,	never	used,	not	
supporting	any	part	of	the	code	that	was	used,	orthogonal	to	how	people	were	thinking	
about	the	task	of	writing	their	own	programs,	developing	their	own	software.	Grainger	
observed:	

	
“All this work had been put into this thing [Visual Studio], but it missed the 
fundamental problems that people faced. …  basically, [programmers] are 
playing computer inside their head. Programmers are like chess players trying to 
play with a blindfold on — so much of their mental energy is spent just trying to 
picture where the pieces are that there’s hardly any left over to think about the 
game itself.” 

	
Lady	Lovelace,	and	later	Fred	Brooks,	noted	that	the	essential	difficulty	of	

programming	was	the	mental	model	of	what	was	happening	inside	the	computer.	Fifty	
years	of	effort	in	Computer	Science	and	Software	Engineering	coupled	with	tools	and	
frameworks	and	methods	and	only	exacerbated	that	essential	difficulty.	Could	any	
human	being	be	expected	to	construct	and	utilize	a	mental	model	of	what	55	million	
lines	of	code	would	like	executing	inside	a	computer?	

	
Today,	the	programmer,	not	only	must	visualize	what	is	happening	inside	the	

computer,	but	also	what	is	happening	at	every	level	of	indirection	put	forward	by	the	
“full	stack”	of	tools	and	frameworks	and	platforms	between	the	programmer	and	the	
computer.	

	
The	critical	point	of	this	is	the	word	emphasized	in	the	previous	paragraph	plus	one	

—	the	word	“inside.”	All	of	our	attention	has	been	so	focused	on	what	is	going	on	inside	
the	computer	that	we	have	lost	track	of	the	what	and	why	there	is	anything	going	on	
inside	of	the	computer	at	all.	

	
What	is	the	point	of	all	that	programming?	All	those	trillions	of	lines	of	code?	Why	

are	we	expending	so	much	energy	trying	to	mentally	model	what	is	happening	inside	the	
computer;	with	“trying	to	picture	where	the	pieces	are	that	there	is	hardly	any	attention	
left	over	to	think	about	the	game	itself?”		

	
For	current	purposes,	how	will	answering	these	kinds	of	questions	further	our	

ability	to	answer	the	question	posed	at	the	beginning	of	the	essay:	why	is	one	kind	of	
programming	so	successful	and	another	kind	so	problematic?	

	
	
“The	Map	is	Not	the	Territory.”	[Alfred	Korzybski]	
	

Software	engineering,	de	facto,	is	simply	programming	to	specification.	The	
developer’s	/	programmer’s	job	begins	with	a	set	of	specifications	(aka	requirements)	
and	ends	when	her	program	generates	output	that	satisfies	those	requirements.	
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The	software	engineer	has	little	or	no	control	over	the	generation	of	the	
requirements;	that	is	supposed	to	be	the	job	of	the	domain	expert,	the	client.	Over	the	
decades,	software	engineering	has	attempted	to	assist	the	domain	expert	in	the	
formulation	and	articulation	of	requirements	and	created	new	professions,	e.g.	business	
analyst	and	systems	architect,	to	operate	at	the	interface	and	assume	minimal	
responsibility	for	the	formal	articulation	of	requirements,	but	not	their	discovery	or	
original	formulation.	

	
If	a	software	development	project	fails	it	is	almost	always	because	the	requirements	

were	insufficient,	wrong,	conflicted,	or	changed.	
	
Expectations	for	requirements	are	high;	they	must	be	complete,	consistent,	

unambiguous,	and	quantifiable.	In	a	formal	system,	requirements	are,	in	principle,	
possible10.	If	we	assume,	as	Software	Engineering	has,	that	the	World,	and	any	subset	of	
it,	is	a	formal	system	then	production	of	a	proper	set	of	requirements	should	be	
straightforward.	Not	necessarily	easy,	but	doable.	

	
Fifty	years	of	experience	suggests	(confirms)	the	impossibility,	not	just	the	difficulty,	

of	producing	a	set	of	requirements	that	satisfies	the	demands	of	complete,	concise,	
quantifiable,	consistent,	and	unambiguous.	

	
The	question	is	why?	The	answer	is	simple:	The	World,	the	client	organization,	the	

government,	the	society,	the	city,	etc.	for	which	you	are	developing	software	are	not	
formal	systems	as	such	are	understood.	They	lack	Laplacian	determinism	and	Herbert	
Simon’s	artificial	scientism.	They	are	qualitatively	different:	Complex	Adaptive	Systems.	
Sometimes	they	also	exhibit	Ultra-Large	Scale.	You	could	also	call	them	“living”	systems	
because	they	more	closely	resemble	biological	organisms	than	lifeless	computers.	
Another	appropriate	label,	“natural”	systems.	
	

Herbert	Simon	and,	probably,	a	majority	of	Computer	Scientists	and	Software	
Engineers	would	deny	the	qualitative	difference	in	systems.	The	only	effort,	of	which	I	
am	aware,	that	attempted	to	articulate	this	difference,	and	posit	the	consequences	for	
software	development,	was	a	2006	study	from	Carnegie-Mellon	University,	Ultra-Large-
Scale	Systems,	The	Software	Challenge	of	the	Future.	
	

The	question	then	shifts	to:	why	is	it	so	difficult	to	develop	the	requirements	for	
software	that	would	support	CAS-ULS?		

	
The	computer	imposes	constraints,	limits	what	requirements	are	possible.	

Processing	speed	prevents	a	requirement	such	as,	“break	the	Chinese	military’s	best	
encryption.”	Word	lengths	of	4,	8,	12,	or	16	bits	deny	a	requirement	to,	“provide	a	URL	
for	every	computer	on	the	Internet	in	2050.	

	
The	most	pervasive	limitation	is	digitization	itself	–	the	typical	computer	cannot	deal	

with	anything	not	reduced	to	binary.	And	reducing	the	real	world	to	a	binary	always	
results	in	a	loss	of	information.	

	
For	example,	the	digitization	of	sound:	everyone	knows	that	when	you	sample	an	

analog	sound	wave	to	digitize	a	piece	of	music	there	is	“information	loss”	—	the	space	
between	the	square	wave	within	the	curved	analog	wave.		

	
10	“In	principle,”	Mach	was	correct	in	asserting	that	given	the	state	of	every	particle	in	the	
Universe,	he	could	predict,	accurately	and	completely,	the	state	of	the	Universe	at	any	point	in	the	
future.	
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Computer	scientists	will	insist	that	increased	sampling	rates	diminish	the	lost	

information	to	the	point	that	the	human	ear	cannot	detect	the	difference.	Audiophiles	
beg	to	differ:	

	
“not	only	can	the	human	eye	perceive	individual	photons	(and	perhaps	quanta	
level	phenomena)	The	healthy	human	cochlea	is	so	sensitive	that	it	can	detect	
vibration	with	amplitude	less	than	the	diameter	of	an	atom,	and	it	can	resolve	
time	intervals	down	to	10µs	[i.e.,	microseconds,	or	millionths	of	a	second].	It	has	
been	calculated	that	the	human	ear	detects	energy	levels	10-	fold	lower	than	the	
energy	of	a	single	photon	in	the	green	wavelength…	Regarding	human	tactile	
and	related	senses	(haptic,	proprioceptive),	it	has	recently	been	determined	that	
human	tactile	discrimination	extends	to	the	nanoscale,	i.e.,	within	billionths	of	a	
meter.”	

Scientific	Reports	(Skedung	et	al	2013)	
	

This	kind	of	limitation	is	also	seen	in	the	virtual	machines	we	have	imposed	between	
the	hardware	and	our	program.	Perhaps	the	most	obvious	is	the	Relational	Database.	
Almost	all	semantics	of	information	are	stripped	away	because	the	RDBMS	can	only	
handle	“data”	and	only	data	that	conforms	to	one	of	a	limited	number	of	types.	Yes,	some	
of	this	was	corrected	decades	later,	but	only	to	the	extent	of	abstract	data	types	and	
things	like	stored	procedures,	which	did	not	return	any	semantic	meaning.	

	
With	little	or	no	reflective	thought,	writers	of	requirements	automatically	eliminate	

any	that	would	ask	the	computer	to	do	what	they	know	it	cannot.	This	practice	has	only	
nominal	impact	on	day-do-day	software	development	focused	on	business	applications;	
but	has	profound	effect	in	leading	edge	software	development.	

	
The	current	fad	focused	on	“Artificial	Intelligence”	“Deep	Learning”	provides	an	

obvious	example.	The	requirements	for	this	kind	of	software	preclude,	gloss	over,	ignore	
or	otherwise	depend	on	dismissing	any	aspect	of	‘natural	intelligence’	or	‘human	
learning’	that	is	beyond	the	capabilities	of	the	computer.	

	
Lack	of	context	is	a	more	immediate	and	widespread	problem.	Let	me	illustrate	with	

an	analogy.	
“The	man	saw	the	woman	in	the	park	with	a	
telescope.”	

	
A	simple	sentence,	grammatically	correct.	But	what	is	its	‘meaning’	—	or	more	

importantly,	what	did	the	writer	of	the	sentence	expect	from	the	reader?		
	
There	are	different	ways	to	parse	the	sentence:	the	man	used	the	telescope	to	see	

the	woman	in	the	park;	the	man	in	the	park	used	his	telescope	to	see	the	woman	(who	
may	or	may	not	also	have	been	in	the	park);	the	man	saw	the	woman	(one	or	the	other	
or	both	might	have	been	in	the	park)	in	the	park	famous	for	its	large	telescope;	the	man	
saw	the	woman	carrying	her	bird-watching	telescope	(again	one	or	the	other	could	have	
been	in	the	park);	and	potentially	others.	

	
		Curious	and	perhaps	a	bit	fun,	but	what	is	the	point	of	this	digression?	Imagine	for	a	

moment	that	I	am	the	“man”	and	I	am	on	the	phone	to	the	police	reporting	a	crime	and	I	
report	to	the	dispatcher,	“I	saw	the	woman	in	the	park	with	a	telescope!”	How	would	the	
dispatcher	give	meaningful	instructions	to	a	police	officer	in	order	to	enable	him	to	
respond	to	the	call?	
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Traditional	requirements	are	“park-telescope”	assertions.	They	are	supposed	to	be	
decipherable	and	interpretable	“on	their	face,”	without	recourse	to	supplementary	
information	or	context11.	

	
An	example	of	a	requirement	from	a	point-of-sale	application	and	the	potential	for	

park-telescope	like	ambiguity:”	
	

Calculate	Sales	Tax	as	a	percentage	of	the	Subtotal.	Sales	Tax	
percentage	is	determined	as	a	sum	of	Sales	Tax	percentages	set	by,	
one	or	more	of,	Federal,	State,	County,	and	Municipal	governments.	

	
The	requirement	is	syntactically	correct	and	apparently	unambiguous.	Additional	

context	might	reveal:	
• percentages	often	extend	to	mill	levies	and	hence	require	three	decimal	

places	to	capture	
• individual	items	might	or	might	not	be	taxable,	and	conflicts	can	arise	

between	taxing	entities	as	to	which	is	which	
• “tax	holidays,”	when	items	normally	taxable	are	not	for	some	specified	

period	of	time,	are	not	uncommon	
• there	might	be	two	subtotals,	one	for	taxable	items	one	for	non-taxable	
• every	once	in	a	while,	a	customer	on	a	tight	budget,	or	who	is	shopping	for	

himself	and	a	friend,	will	ask	for	‘intermediate’	subtotals	in	order	to	decide	
whether	or	not	to	include	an	item	for	purchase,	or	as	a	convenient	means	of	
telling	his	friend	what	compensation	is	required	for	the	friend’s	purchases	

	
All	but	the	last	revelation	will	probably	be	captured	in	other	requirements	but	the	

linkage	between	the	requirements	will	not.	Technically,	most	of	the	“context”	for	each	
requirement	might	be	contained	in	the	complete	set	of	requirements;	but,	practically,	it	
is	totally	missing.	

	
A	large	insurance	company	decided	to	update	its	entire	“commercial	lines”	software;	

the	programs	that	supported	the	process	of	selling	insurance	and	processing	claims	for	
commercial	clients.	The	requirements	for	that	system	took	the	form	of	a	500-page	Excel	
spreadsheet,	one	requirement	per	line.	It	might	be	claimed	that	each	requirement	was	
contextualized	by	all	the	others;	but,	even	if	true,	no	developer,	no	team	of	developers,	
no	architect,	no	business	analyst,	no	business	executive	ever	saw	all	five-hundred	pages.	
If	they	had,	and	attempted	to	read	them,	eyes	would	be	glazed	and	consciousness	lost	
about	five	pages	in.	

	
Another	factor,	varying	in	number	of	steps,	that	separates	context	from	

requirements.	
	
An	initial	set	of	requirements,	created	by	a	business	analyst,	sometimes	with	a	

domain	expert,	strips	away	most	of	the	domain	context.	The	set	of	requirements	is	
typically	accompanied	by	some	kind	of	model.	The	model	also	excludes	context	by	
abstraction,	simple	symbols	and	connections	replacing	detailed	descriptions	and	stories	
about	interactions.	

	
	

11	Programming	languages	are	(pragmatically,	not	technically)	context-free	grammars.	Syntax	
and	a	token	dictionary	are	supposed	to	be	sufficient	to	generate	proper	machine	instructions	
from	legal	language	statement.	The	most	common	‘semantic’	error	in	a	program	is	“corrected”	
with	strong	typing.	The	way	requirements	are	written	is	likely	a	reflection	of	the	constraints	
placed	on	program	statements	—	e.g.	the	fact	that	the	latter	are	“context	free.”	
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An	architect	takes	the	model	and	the	requirements,	adds	some	context	in	the	form	of	
architectural	models	of	what	systems	exist	within	the	company,	and	interprets	the	
model	and	requirements	in	light	of	the	added	context.	The	architect	also	passes	on	the,	
often	modified	/	restated	requirements	and	her	model	of	the	system	to	be	built	
integrated	with	existing	systems.	

	
Then	a	Systems	Analyst	interjects	his	own	interpretations	and	replacement	models	

which	are	then	passed	to	the	Programmer.	What	the	programmer	must	work	with	offers	
only	the	merest	wisp	of	original	context.	

	
The	programmer	has	no	tools,	no	information,	that	she	can	use	to	“make	sense”	of	

the	requirements	given	her,	and	has	no	choice	but	to	literally	implement,	to	code	to,	
specifications.	

	
And	yet,	everyone	involved	seems	surprised12	that	the	resulting	product	neither	

“fits”	within	the	original	context,	nor	solves	the	problem(s)	that	motivated	the	
investment	in	the	project.	

	
Even	if	the	process	of	gathering	requirements	and	programming	to	requirements	

was	not	intrinsically	flawed,	the	nature	of	the	domain	from	which	those	requirements	
are	drawn	imposes	its	own	problems.	

	
If	the	domain	is	amenable	to	engineering,	e.g.	a	space	craft	or	an	arcology,	most,	if	

not	all	of	the	requirements	can	be	formally	stated,	which	means	they	are	far	more	likely	
to	be	complete,	unambiguous,	and	consistent.	Programming	to	such	requirements	
should	approximate	a	formal	process	like	model-driven	development.	

	
If	the	domain	is	Complex,	then	requirements	will	be	missing,	possible	unknowable,	

always	changing,	and	frequently	ambiguous.	Any	set	of	requirements	derived	from	such	
a	domain	will	be	incomplete	and	potentially	erroneous	over	time,	and	programming	to	
them	is	an	exercise	in	futility.	

	
Requirements	are	a	crude	map,	not	even	worthy	of	cartographers	map-making	in	

the		17th	and	18th	centuries.	If	domain	facing	software	is	to	be	effective,	some	means	of	
communicating	the	domain	to	the	developers	must	be	found.	
	
	
Software	Conforms	to	Context	
	

Christopher	Alexander,	architect	(not	software),	stated:	
	

“In	order	for	the	building	to	be	alive,	its	construction	details	must	be	
unique	and	fitted	to	their	individual	circumstances	as	carefully	as	the	
larger	parts.	.	.	.	The	details	of	a	building	cannot	be	made	alive	when	they	
are	made	from	modular	parts.”	

	
Richard	Gabriel	and	Jane	Quillien,	writing	about	Alexander,	illustrated	his	point.	

	
If	we	are	trying	to	build	on	a	site	which	is	irregular,	and	if	we	have	only	
crude	hand	tools,	we	need	to	find	the	place	on	the	site	where	the	house	we	

	
12	Nobody	is	surprised.	This	is	so	much	the	state	of	the	practice	that	the	only	way	to	surprise	
someone	is	if	the	delivered	product	actually	worked	as	intended.	
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want	to	build	can	be	built	using	those	tools.	Therefore,	we	look	for	places	
where	the	adaptations	we	are	able	to	make	to	the	site	meshes	with	the	
adaptations	we	are	able	to	make	to	the	house	we	have	in	mind.	Nothing	is	
modular.	But	at	some	point,	people	invented	very	powerful	tools—the	
bulldozer,	for	example.	Such	tools	enabled	us	to	put	all	the	adaptations	on	
the	shoulders	of	the	site.	If	the	site’s	local	forces	present	difficulties,	we	
simply	bulldoze	those	forces	away.	The	house	becomes	the	modular	part.		
	
Instead	of	a	whole	resulting	from	organized	and	complex	decisions,	we	
have	a	death-like	structure	resulting	from	dumbed	down	decisions	and	no	
sense	of	coherence	between	building	and	context.	Instead	of	a	lovely	stone	
croft	nestled	in	the	most	serene	and	still	part	of	the	rocky,	steep	hill	close	
by	the	voe—it’s	a	double-wide	on	a	flat	spot	bulldozed	halfway	up.”	

	
The	“goodness”	of	a	solution	is	a	function	of	its	“Fit”	—	the	degree	to	which	the	

solution	conforms	to	the	problem.	So	stated	Christopher	Alexander	in	his	first	book	on	
design,	“Notes	on	the	Synthesis	of	Form.”	

	
To	illustrate	this	principle,	he	used	the	simple	example	of	a	template	with	a	required	

curvature	being	used	to	grind	down	a	blank	until	the	curvature	of	the	blank	matched	
that	of	the	template.	Alexander’s	example	is	the	same	as	the	manner	in	which	the	
mirrors	of	reflecting	telescopes	are	ground	to	a	perfect	curve.	

	
Alexander	generalized	this	simple	example	to	one	with	a	problem	space	defined	by	

multiple	interacting	forces	and	ability	of	the	solution	to	simultaneously	resolve	these	
forces	until	it	achieved	conformity,	or	Fit.		

	

“Conformity. Software people are not alone in facing complexity. 
Physics deals with terribly complex objects even at the "fundamental" 
particle level. The physicist labors on, however, in a firm faith that 
there are unifying principles to be found, whether in quarks or in 
unified field theories.  

No such faith comforts the software engineer. Much of the complexity 
that he must master is arbitrary complexity, forced without rhyme or 
reason by the many human institutions and systems to which his 
interfaces must conform. These differ from interface to interface, and 
from time to time, not because of necessity but only because they were 
designed by different people, rather than by God. 

But in all cases, much complexity comes from conformation to other 
interfaces; this complexity cannot be simplified out by any redesign of 
the software alone.” 

Fred Brooks 

Software	Engineering	finessed	this	problem	of	conformity	by	insisting	that	
programming	begins	with	specifications,	expressed	in	requirements	or	models,	
and	ends	with	the	production	of	outputs	that	are	consistent	with	the	
specifications.	This	might	be	called	‘conformity	to	the	model’.	
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As	we	have	said	before,	if	the	specifications	are	of	and	for	a	formal	system,	
the	problem	is	not	that	bad.	That	is	why	Software	Engineering	can	claim	so	
many	successes.	But	Brooks	is	talking	about	a	complex	system,	a	complex	
domain,	and	the	challenge	of	conforming	to	that.	Alexander	was	also	concerned	
with	a	design	solution	conforming	to	the	natural	world,	not	an	artificial	one.	

	
Achieving	this	kind	of	conformity	is	impossible	once	you	have	dismissed	

all	responsibility	of	domain	knowledge	from	the	software	engineer.	
	
How	can	you	conform	your	software	to	a	domain	of	which	you	know	nothing?	How	

can	you	strive	to	have	software	that	“Fits”	and	therefore	is	live	and	enhances	the	domain	
instead	of	causing	so	many	problems,	creating	so	many	misfits?	

	
Software	Engineering’s	elimination	of	the	domain	was	the	original	sin,	and	the 

iniquity of the fathers continues to be inflicted upon the sons to the third and fourth 
generation. 
 

	
	

Baby	Steps	
	
Prior	to	the	creation	of	Software	Engineering	as	an	academic	discipline	and	

professional	title,	programmers	were	domain	experts	who	knew	how	to	code.	Programs	
written	by	them	were	steeped	in	the	context	of	domain	knowledge.		

	
Practitioners	have,	from	the	beginning,	recognized	the	mistake	of	neglecting	the	

domain.		
	
Edward	Yourdon,	back	in	the	1970’s	made	clear,	in	Modern	Structured	Analysis,	the	

need	to	model	and	understand	the	domain;	to	interview	and	observe,	in	situ,	the	user;	
and		to	thoroughly	comprehend	the	domain	problem	and	possible	ways	of	addressing	
that	problem	before	attempting	to	craft	software	that	would	solve	that	problem	when	
deployed	in	that	domain.	Larry	Constantine	and	Meilor	Page-Jones	made	strong	
contributions	in	this	area.	

	
A	significant	portion	of	the	advocacy	for	object-orientation	was	the	primary	benefit	

of	a	common	vocabulary,	and	a	common	mental	model	shared	by	domain	expert	and	
programmer.	

	
Extreme	Programming	insisted	that	development	be	done	in	the	context	of	an	

ongoing	conversation	among	developers	and	users/domain	experts.	
	
Domain-driven	Design	attempts	to	drive	the	design	of	the	program	from	the	

perspective	of	the	domain.	
	
None	of	these	ideas,	nor	their	advocates,	have	had	significant	impact	on	mainstream	

practice	of	software	development,	despite	the	fact	that	almost	everyone	doing	
development	and	companies	sponsoring	development	claim	to	be	OO,	Agile,	Domain-
driven,	and	focused	on	delivery	of	business	value.	

	
The	reason	is	not	from	lack	of	value	in	the	ideas.	In	fact,	the	ideas	are	sufficiently	

radical	that	they	are	threatening.	Hence	the	almost	immediate	cooption,	dilution,	and	
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disfigurement	of	those	ideas	until	they	are	essentially	indistinguishable	with	Software	
Engineering	Dogma.	

	
Preceding	all	of	the	above,	but	almost	as	ignored,	was	Peter	Naur	and	his	ideas	about	

software	development	as	“Theory	Building.”	A	“Theory”	is	a	shared	mental	model	of	“an	
affair	of	the	world	and	how	the	software	will	handle	or	support	it.”	A	Theory	is	also	the	
“knowledge	a	person	must	have	in	order	not	only	to	do	certain	things	intelligently	but	
also	to	explain	them,	to	answer	queries	about	them,	to	argue	about	them	and	so	forth.”		
The	knowledge	is	not	just	of	what	is	happening	inside	of	the	computer,	but	also	includes	
how	and	why	things	are	as	they	are	in	the	world.	

	
A	programmer	in	possession	of	a	theory	is	able	to:		

	
“	…	explain	how	the	solution	relates	to	the	affairs	of	the	world	that	it	helps	
to	handle.	…	the	manner	in	which	the	affairs	of	the	world,	both	in	their	

overall	characteristics	and	their	details,	are	in	some	sense,	mapped	into	the	
program.	

	
…	explain	why	each	part	of	the	program	is	what	it	is.	

	
	….	respond	constructively	to	any	demand	for	modification	of	the	program	

so	as	to	support	the	affairs	of	the	world	in	a	new	manner.”	
	
	
Naur	further	argues	that	“theory”	exists	“in	the	heads	of	those	that	established	it.”	

Theory	is	not	something	you	can	write	down	in	a	document	and	pass	on	to	others;	or	
even	to	yourself	in	the	future.		

	
Reinhard	Keil-Slawik	talks	about	“Artifacts	in	Software	Design”	(in	Floyd,	et.	al.	

Software	Development	as	Reality	Construction)	as	external	memory	aids.	A	whiteboard	
diagram	or	a	document	can	be	useful,	not	as	a	representation	of	a	theory,	but	as	an	
evocative	trigger	that	recalls	theory	to	mind.	Kent	Beck	said	essentially	the	same	thing	
about	story	cards,	“an	invitation	to	conversations	future,	and	reminder	of	conversations	
past.”	

	
A	“theory”	is	a	mental	model.	It	is	a	model	of	some	segment	of	the	Real	World	and	

how	a	program,	or	components	of	a	program,	interact	with	that	segment	(or	elements	
within	that	segment).	

	
You	might	be	tempted	to	ask,	“OK,	a	theory	is	a	mental	model.	Brooks	said	that	

creating	a	mental	model	of	an	operating	program	is,	for	mere	mortals,	close	to	
impossible.	A	computer	and	computer	program	are	merely	complicated.	The	Real	World	
is	complex,	and	highly	dynamic.	Haven’t	you	just	made	it	much	harder	on	the	
programmer?	Is	not	his	new	mental	models	orders	of	magnitude	more	complicated	and	
impossible	to	visualize?	

	
Yes,	yes,	it	is.	BUT	…		
	

1) Our	brains	appear	to	be	optimized	for	doing	exactly	this	kind	of	mental	
modeling;	

2) We	do	it	all	the	time,	holding	a	mental	model	of	a	system	far	more	complex	
than	any	‘affair	of	the	world’.	
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Every	human	being	with	standard	mental	faculties	possesses	a	full	and	complete	
model	of	the	World.	We	understand	its	parts.	The	theory	includes	why	things	are	the	
way	they	are.	In	the	cases	involving	other	human	beings,	the	theory	includes	what	
interactions	are	‘proper’	and	which	are	taboo,	(both	of	which	vary	according	to	complex	
metaknowledge	of	situation	and	what	other	humans	are	present);	some	degree	of	the	
ability	to	discern	and	interpret	behaviors	in	order	to	understand	what	is	going	on	
behind	those	behaviors	(in	the	minds	of	those	exhibiting	the	behavior).	

	
This	mental	model	is	shared.	This	model	consists	of	complicated	overlays	each	with	

some	common	and	some	unique	aspects.	You	move	smoothly,	with	little	cognitive	effort	
from	one	overlay	to	another,	sometimes	keeping	more	than	one	in	mind	and	finding	
appropriate	compromises	or	navigating	inconsistencies	among	them.	

	
What	is	this	model	of	which	you	speak?	

	
Culture.	
	
Most	human	beings	participate	in	(and	share	the	mental	model	associated	with)	

multiple	cultures.	In	my	case:	white	European	descent,	male,	United	States,	Western	
United	States,	Utah,	Mormon,	university	faculty,	business/software	consultant,	Buddhist	
mystic,	outlaw	motorcycle	gang,	aviator,	bibliophile	(learning	Amsterdam	Dutch,	
bicycling).	

	
Why	is	it	‘easy’	to	develop,	retain,	and	use	a	mental	model	as	vast	and	complex	as	

culture	and	so	‘difficult’	to	do	the	same	for	a	bit	of	software?		
	
"The Magical Number Seven, Plus or Minus Two: Some Limits on Our Capacity 

for Processing Information," one of the most cited papers in psychology, by George 
Miller, suggests the answer. Miller, and others, have demonstrated that the human 
mind is constrained in its ability to deal with multiple discrete cognitive elements. 
The limit is somewhere between four and nine discrete elements. The number can be 
increased by “chunking” elements, seeing groups as single elements. 

 
For example; it is difficult to remember a sequence of seven random phonemes 

but if those same phonemes are ‘chunked’ and cognitively recognized as a single 
word, they are much easier to remember. That is why learning a second language can 
be so challenging, you initially confront ‘words’ as phoneme strings. 

 
Chunking is a form of contextualizing. A word is context for each phoneme, and 

within the word, each phoneme provides context for the others within the word. 
Another example: a string of names, “Mathew, Death, Ringo, John, Mark, Famine, 
Paul, George, Luke, Famine, and Death,” can be difficult to remember, but “Beatles, 
Gospels, Four Horsemen,” is much easier. 

Culture is grounded in a self-contextualizing mental model and is much easier to 
acquire and retain. The “multifarious	and	mutually	complicated	considerations	which	the	
working	of	such	an	engine	involve,”	is	not.	

	
Implicit	in	Naur’s	ideas	about	‘theory’	is	unification,	i.e.	he	is	speaking	of	a	single	

theory	of	an	affair	and	a	program’s	support	of	that	affair;	not	two,	supposedly	related,	
theories:	one	of	the	affair	and	one	of	the	program.	Naur	advocates	monism,	software	
engineering	is	grounded	in	dualism. 
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A set of requirements could be viewed as a theory of an affair of the world. The 
mental model of the program, ala Brooks and Lovelace, another. In typical software 
development the requirements, theory of the world, is not shared by the developer, 
nor is the theory of the program shared by the domain expert.  

 
The success or failure of software intended to support and be deployed in a 

complex, natural, world will be (is) directly related to the existence of a shared 
unified theory, ala Naur. The theory will be as comprehensive and extensive as that of 
shared culture. The theory will be shared by domain expert and developer alike.  

 
This unified theory will, itself, be a culture. 

 
 
The Paradox of Change 
 

In a complex system, like culture,  
everything is connected, directly or indirectly. to everything else. Any change introduced into 
that system, potentially, affects everything else, changes everything else. 

 
Most complex systems “seek” stability and therefore resist change, especially universal 

change. Ordinary changes are damped down and assimilated so that the system can return to 
the point of stability disrupted by the introduction of change. Nothing really changes. 

 
Occasionally, a change is of sufficient magnitude that the system cannot return to its 

original point of stability, but must reorganize and stabilize around a new center. Even here 
the new stasis point is not that far from the old – some things change but remain, for the most 
part recognizable; you can easily see how we got here from there. 

 
Only catastrophic change enables a system to reconfigure into an entirely new order, an 

entirely new stability. 
 
Confirmation of these assertions are readily seen in culture change around the world over 

the past millennia.  
 
Evidence is also seen in the domain of Computer Science, Software Engineering, and 

software development. A clear pattern of introducing a change only to have it diluted, 
corrupted, and coopted with the overall system returning to is stability point of origin. 

 
To change anything, you need to change everything. 

 
	
A	Culture	of	Software		
	

The	way	forward	will	be	a	significant	departure	from	the	path	that	brought	us	here.	
“Radical”	and	“revolutionary”	have	become	trite	as	descriptive	terms,	so	we	will	settle	
for	subversive;	but	see	comments	of	change	above.		

	
What	is	proposed	is	a	Culture,	not	a	method,	not	a	discipline.		
	
Values.	Fundamental	to	culture	are	shared	values.		
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Central	to	the	new	value	system	is	respect	for	the	human	being:	the	developer,	the	
client,	members	of	the	socio-cultural	system,	inhabitants	of	the	World.	This	value	
perfuses	everything	that	is	done.	

	
There	are	specific	values	with	regard	the	software	being	produced.	In	the	early	days	

of	the	software	engineering	culture,	software	was	expected	to	exhibit	eight	or	nine	
distinct	qualities	(the	“-ilities”).	Today,	Wikipedia,	lists	some	eighty-four.	

	
Going	forward	we	posit	three:	
	

1. Software	must	‘Fit”	—	using	this	term	in	the	Alexandrian	sense	of	
conforming	to	context,	i.e.	the	complex	adaptive	system	that	constitutes	the	
domain	or	problem	space.	

2. Software	must	be	‘Living’	—	an	extension	of	Fit,	in	that	the	software	must	be	
as	responsive	to	change	and	capable	of	‘evolving’	while	deployed.	An	
extensive	new	set	of	metaphors	will	capture	this	quality.	

3. Software	must	enhance	and	integrate	with	human	capabilities.	
	

World	View.	Equally	fundamental	is	a	common	world	view	—	what	is	“real.”	In	the	
case	of	the	culture	of	software,	we	can	focus	on	the	reality	and	nature	of	one	kind	of	
“thing,”	the	system.		
	

A	simple	definition	of	a	system:	“a	set	of	elements	and	the	relationships	among	
them;”	a	definition	established	by	Ludwig	von	Bertalanffy	in	General	Systems	Theory.	
Everything	is	a	system.	Elements	of		a	system	can,	themselves,	be	systems.	

	
There	are	at	least	two	qualitatively	different	kinds	of	systems,	which	we	will	call	

“Complex”	and	“Formal.”	
	
Formal	systems	are	closed,	deterministic,	even	mechanical,	in	nature.	In	principle	all	

elements	and	relationships	can	be	known	and	formally	described.	The	states	of	such	
systems	can	be	predicted	given	sufficient	information.	Formal	systems	can	be	abstract	
(e.g.	mathematics,	UML	models,	programming	languages)	or	physical	(e.g.	a	galaxy	or	a	
computer).	

	
Complex	systems	are	open,	self-organizing,	and	highly	dynamic.	Some	elements	or	

relations	are,	in	principle	unknowable,	and	all	are	highly	variable	depending	on	context.	
Some	states	of	the	system	are	emergent	and	unpredictable.		

	
Complex	adaptive,	living,	systems	differ	from	formal,	closed,	deterministic	systems	

in	that	both	elements	and	relationships	are	highly	dynamic	allowing	the	system	to	
assume	novel	configurations	that	allow	adaptation	to	changing	circumstances,	and	
evolution	to	entirely	new	forms.	Exemplar	complex	systems	are	biological,	social	and	
cultural.	

	
Software	engineering	presumed	(is	still	grounded	in)	that	all	systems	are	Formal.	
	
The	culture	of	software	presumes	most	systems,	and	any	system	having	human	

beings	as	elements,	are	complex	with	subsystems	that	might	be	formal.	
	
The	creation	of	software,	a	program,	requires	a	mapping	of	one	system	to	another	—	

specifically	a	system	“in	the	world”	to	the	system	“in	the	computer.”	This	mapping	may	
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have	several	stages:	“world	occurring”	system	to	formal	model	(e.g.	UML	diagrams),	to	
programming	language	statements,	to	executing	code13.	

	
Unfortunately,	complex	systems	in	the	world	cannot	be	mapped	to	the	formal	

system	in	the	computer.	There	are	two	critical	impediments	to	doing	so:	1)	first	the	loss	
of	information	arising	from	simplifying	abstractions	(information	that	cannot	be	
accounted	for	in	a	formal	model	like	UML,	or	simply	information	loss	from	digitization	
as	discussed	earlier);	and	2)	the	power	of	ambiguity14	that	is	essential	in	a	complex	
system,	but	anathema	in	a	formal	system.	

	
Scale	plays	a	role	here.	Small	scale	complex	systems,	where	ambiguity	is	minimal,	

and	most	information	can	be	captured	and	made	explicit,	can	be	mapped	to	a	computer.	
I.e.	it	is	possible	to	write	small	programs	to	support	or	simulate	small	complex	systems;		
but	not	large	ones.	

	
This	inability	to	map	complex	to	formal	systems	is	half	the	reason	we	can	write	

programs	to	run	a	space	station	or	arcology,	but	not	an	Obamacare	web	site.	The	former	
involves	mapping	one	formal	system	to	another;	the	latter	a	complex	system	to	a	formal	
system.	

	
The	other	half	of	the	answer	is	the	willful	ignorance	of	the	domain	that	is	the	legacy	

of	Software	Engineering.	
	
A	world	view	shapes,	sometimes	constrains,	what	it	is	we	actually	do,	how	we	

identify	problems	or	opportunities,	how	we	think	about	addressing	them,	what	software	
we	might	construct,	and	how	we	know	if	we	are	helping	or	hindering	—	i.e.	the	world	
view	shapes	a	practice.	

	
Although	it	is	likely	that	the	practice	being	advocated	would	be	useful,	and	a	viable	

alternative	to	conventional	practice,	for	any	kind	of	software	development,	it	will	be	
presented	in	the	context	of	the	worldview	just	discussed.	This	means	it	will	focus	on	
“outward	facing,	sponsored”	software	where	the	domain	is	a	complex	system.	Because	it	
is	easier	(for	the	author)	to	illustrate	the	ideas	presented	in	the	context	of	“business	
software,”	that	is	the	language	that	will	be	utilized.	Domain	and	business	will	be	used	
interchangeably.	

	
Practice.	a	practice	is	an	organized	set	of	actions.		
	
Summarized,	the	practice	being	advocated	has	these	steps:	1)	comprehend	the	

domain;	2)	isolate	discrete	points	of	intervention;	3)	design	“simplest	possible”	change	
agent;	4)	develop	and	introduce	change	agent	into	system;	5)	evaluate	effectiveness	and	
side-effects;	and	6)	modify,	update,	correct	in-place.	

	
This	contrasts	with	traditional	practice:	1)	define	requirements;	2)	design	solution	

that	simultaneously	accommodates	all	requirements;	3)	develop	discrete	specifications	
for	every	aspect	of	design;	4)	program	to	specification;	5)	test;	6)	deploy;	7)	maintain	by	
patching	and	versioning.	

	

	
13	The	mapping	of	formal	system	to	formal	system	should	be	essence	preserving	and	reversible.	
At	least	that	is	was	always	the	promise	of	tools	like	Rationale	Rose,	a	tool	that	promised	round-
trip	engineering.	
14	Ambiguity	and	its	essential	role	in	complex	systems	is	a	book	unto	itself.	In	this	essay,	it	is	just	
an	assertion.	
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And	the	Agile/DDD	practice:	1)	define	product/project;	2)	collect	stories	about	
product/project,	its	features	and	use;	3)	iteratively	—	select	group	of	stories,	
disambiguate	stories	(usually	without	domain	expert),	write	tests,	write	code,	pass	tests,	
deploy;	4)	evaluate;	5)	add	maintenance,	update,	versioning	stories	and	add	to	backlog.	

	
	
Expanding	a	bit	on	the	steps	summarized	above:	

	
Comprehend	the	domain.	The	“domain”	at	issue	is	the	entire	business	
(organization,	government,	enterprise,	NGO	—	all	subsumed	under	the	
umbrella	label	of	business).	The	domain	is	a	complex	system,	if	only	
because	it	involves	human	beings	as	important	elements.	
	
Comprehension	is	shared	among	all	the	participants	in	the	system.	In	the	
case	of	non-human	components,	this	is	a	metaphorical	assertion,	and	the	
need	for	the	assertion	will	become	evident.	This	comprehension	is	
analogous	to	Peter	Naur’s	concept	of	a	“Theory.”	
	
Everyone,	except,	most	probably,	the	development	team,	(IT	
department)	in	the	domain	already	has	a	tacit	understanding	of	the	
business.	To	bring	the	developers	up	to	speed,	and	ensure	that	everyone	
actually	has	the	same	tacit	understanding,	we	need	to	make	the	tacit,	
explicit.	
	
The	tool	used	is	the	story15.	Stories	are	told	about	the	business:	stories	
about	what	we	do,	how	the	business	came	to	be,	what	are	its	goals,	
stories	about	how	we	do	things	and	why.	The	goal	is	to	establish	in	
written	form	(as	the	stories	are	told	they	are	transcribed	and	saved)	
what	Clifford	Geertz16	called	a	“Thick	Description.”	Story17.	is	how	
everyone	learned	the	culture(s)	of	which	they	are	part	and	thick	
description	is	the	closest	approximation	possible	for	capturing	and	
conveying	any	sense	of	culture	to	others.	
	
The	time	spent	on	establishing	this	shared	comprehension,	and	
documenting	it,	is	not	“overhead.”	Business	has	long	recognized	the	
value	of	the	tacit	knowledge	in	the	heads	of	its	members	and	worried	
about	how	to	capture	and	communicate	that	knowledge	when	the	heads	
leave	the	premises	—	Knowledge	Management	is	a	resulting	discipline.	
	
Capturing	this	knowledge	is	story	form	is	effective,	whereas	all	other	
forms	of	knowledge	management	efforts	have	failed	to	deliver	on	

	
15	Another	simple	word	worthy	of	books	full	of	explication.	For	the	moment	we	will	simply	use	
the	word	in	a	naïve,	common	sense,	way.	
16	Clifford	Geertz	,	a	cultural	anthropologist,	popularized	this	term	which	was	borrowed,	in	part,	
from	the	philosopher	Gilbert	Ryle.	
17	Ninety-five	to	ninety-eight	percent	of	what	you	know	and	easily	remember,	was	learned	
aformally,	via	story.	Even	with	the	two	to	five	percent	learned	by	rote	memorization	(think	math,	
science,	engineering)	the	learning	was	facilitated	when	accompanied	by	a	good	story;	e.g.	Laplace	
and	friends	playing	cards	and	how	they	thought	about	splitting	the	pot	of	an	interrupted	game	
and	thereby	inventing	the	foundations	of	probability.	
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promises.	The	thick	description	obtained	is	a	significant	business	asset	in	
its	own	right18.	
	
Isolate	Discrete	Points	of	Intervention.	Some	number	of	the	stories	will	
contain	sentences	like,	“it	would	be	nice	if	…”	or	“this	is	really	difficult,”	
and	these	stories	flag	possible	points	of	intervention.	The	story	identifies	
potential	enhancements	for	the	system	and	possible	places	where	a	
software	enabled	artifact	might	make	a	difference.	
	
With	rare	exceptions,	resolving	the	issue(s)	raised	in	the	story	will	
require	modifying	an	element	of	the	system	or	a	relationship	among	
elements	or	adding	an	element.	In	some	cases,	the	entire	story	needs	to	
be	modified,	perhaps	with	a	new	“cast”	of	elements,	modifying	the	
“script”	that	the	elements	follow	while	accomplishing	some	task.		
	
These	stories	identify	and	bound	“units	of	work”	and	thereby	the	scope	
and	focus	of	any	unit	of	software	to	be	developed.	
	
Design	the	“Simplest	Possible”	Change	Agent.	Elements	in	a	system,	
according	to	General	Systems	Theory,	are	differentiated	based	on	their	
“contribution”	to	the	system	via	interactions	with	other	elements.	This	
idea	directly	translates	to	their	behavior,	what	they	do.	
	
Objects19	are	also	defined	and	differentiated	by	behavior,	such	that	
element	=	object.	Borrowing	another	object	idea,	“everything	an	object,”	
suggests	that	any,	“relationship	among	them,”	is	also	an	object.	
	
From	these	we	might	(will)	redefine	system	as	a	set	of	objects	and	the	
messages	passed	among	them.	Further,	we	take	early	metaphor	of	object	
as,	“an	intelligent	virtual	computer,”	and	establish	a	definition	of	an	
”artifact.”	
	
An	artifact	is	a	unit	of	embodied	software,	software	being	the	
“intelligence”	and	embodiment	being,	at	minimum	a	thread	or	virtual	
computer	extant	on	a	physical	device.	
	
“Simplest	possible”	is	derivative,	in	part,	from	the	discrete	point	of	
intervention,	i.e.	a	single	object,	small	group	of	interacting	objects,	a	
“script”	guiding	the	interactions,	or	a	story.	
	
Another	aspect	of	simplicity	is	Ward	Cunningham’s	dictum,	“the	simplest	
thing	that	could	possibly	work.”	
	
Develop	and	Introduce	the	Change	Agent	into	the	System.	The	design,	
focused	as	it	is,	suggests	that	development	involves	from	a	few	dozen	to	
a	few	hundred20	lines	of	code	be	written.	

	
18	A	new	profession	is	implied	here	—	that	of	“Story	Curator”	or	“Knowledge	Curator;”	one	who	
facilitates	a	kind	of	structural	organization	among	these	stories,	the	skeleton	of	which	is	the	
structure	of	the	domain,	or	organization,	depicted	in	the	stories.	
19	Not	objects	as	they	have	come	to	be	known	in	most	object-oriented	programming	where	they	
are	little	more	than	animated	data	structures.	
20	One	or	two-thousand	lines	of	code	would	be	an	extreme	upper	limit.	Large	programs	will	still	
be	found.	If	your	domain	is	not	a	complex	system,	it	will	remain	possible	to	create	models	of	large	
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Design,	coding,	review,	and	testing	will	take	a	team	(usually	a	pair,	
sometimes	three	or	four)	of	developers	a	couple	of	days,	up	to	two	
weeks,	to	complete.		
	
Design	was	grounded	in	behavior,	so	“acceptance	testing”	consists	of	
confirmation	that	the	behavior	of	the	artifact	is	the	behavior	of	the	
element	it	is	replacing,	consistent	with	the	user	illusion	of	that	behavior.	
	
The	artifact	is	deployed	directly	into	the	existing	system.	The	artifact	
might	be	an	actual	new	physical	device,	the	“authenticator”	that	
generates	a	token	for	use	in	my	on-line	banking	here	in	Europe;	or	a	new	
icon	on	a	desktop	computer.	
	
There	is	some	ambiguity	here,	imposed	by	existing	constraints	from	the	
implementation	environment;	but	it	must	be	explicitly	stated	that	what	
is	proposed	here	is	the	introduction	of	an	autonomous	artifact,	not,	
deployment	of	a	new	“feature”	of	a	larger	product	or	project.	
	
Evaluate	Effectiveness	and	Side-effects.	Once	the	artifact	is	in	play	within	
the	system,	its	efficacy	can	be	evaluated	and	unintended	side-effects	
(every	change,	even	the	smallest,	can	percolate	throughout	the	system	
and	emergent	consequences	might	ensue)	detected	and	ameliorated,	
either	by	modifying	or	removing	the	artifact.	
	
Auxiliary	results,	e.g.	return	on	investment,	can	also	be	determined.	
	
A	beneficial	side-effect	arises	from	potential	changes	in	perspective	
among	users	of	the	system,	“Oh,	if	we	can	do	that,	then	maybe	we	can	do	
this,”	arise,	generating	new	stories.	
	
Modify,	Update,	Correct	In-place.	This	ability	derives	from	“correct”	
object	design,	another	topic	that	merits	a	book	or	two	to	present	or	
justify.	In	the	simplest	case,	it	means	you	send	a	message	to	an	object,	
while	deployed	and	executing,	that	enables	additional	abilities.	One	
example,	put	all	the	descriptive	information	about	an	object	in	a	
dictionary	so	that	a	message	to	the	dictionary	can	add	a	new	attribute;	
something	impossible	if	the	attributes	are	individual	instance	variables.	
	
Advanced	possibilities	include	the	use	of	reflection	to	detect	and	correct	
misbehavior;	self-modification,	adding	new	behaviors	and	modifying	
message	protocol	accordingly;	establishing	new	relationships,	.i.e.	
structural	coupling,	and	co-evolution	along	with	the	system	in	which	the	
object	is	a	participant.	

	
This	kind	of	practice	is	possible	only	because	developers	and	domain	participants	all	

share	a	common	understanding;	the	stories	that	embody	that	understanding	provide	
essential	context	for	each	other;	and	the	unit	of	work	is	refined	away	from	products	and	
projects	to	individual,	autonomous,	artifacts.	

	

	
parts	of	that	domain,	if	not	the	whole	domain,	and	map	those	models	to	programs.	The	software	
for	the	Mars	Rover	will,	for	example,	still	require	thousands	to	millions	of	LOC.	
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Also	essential	is	the	“behavioral	perspective”	along	with	concepts	
anthropomorphism	and	personification	that	facilitate	thinking	about	inanimate	things,	
e.g.	the	computer	or	a	bit	of	software,	or	an	object	as	intelligent	actors.	
	
	
Enculturation	
	

Perhaps	the	most	significant	consequence	arising	from	a	Culture	of	Software	
concerns	the	human	beings,	from	citizen	to	CEO	to	user	to	developer,	wishing	to	be	part	
of	the	culture.	

	
Previously	stated,	the	third,	and	most	important,	value	of	a	Culture	of	Software	is	

enhancement	of	humanity	and	integration	with	human	capabilities.	The	primacy	of	this	
value	makes	the	human	being	firmly	at	the	center	of	concern.	This	implies	a	certain	kind	
of	power	but,	as	Spiderman’s	uncle	Ben	told	Peter,	“with	great	power	there	must	also	
come	great	responsibility.”	

	
We	might	paraphrase,	“to	be	treated	as	human	you	must	accept	the	responsibility	of	

being	human.”	Doing	so	raises	all	kinds	of	issues,	far	outside	the	scope	of	this	essay,	so	
we	will	concentrate	on	just	one	category	of	human	–	the	developer	and	the	development	
team	which	includes	users	and	domain	experts	of	all	kinds	—	everyone	sharing	the	
Theory.	

	
A	“Whole	Team,”	was	foundational	for	eXtreme	Programming,	but	was	among	the	

practices	hardest	to	implement.	Resistance	came	from	management,	of	course,	refusing	
to	provide	“on-site	customers”	but	prejudices	within	the	IT	department	were	equally	
difficult	to	overcome.	Only	Business	Analysts	should	talk	to	Customers;	only	Architects	
should	talk	to	Business	Analysts;	only	Systems	Analysts	should	talk	to	Architects,	only	
Software	Designers	should	talk	to	Systems	Analysts.	And	Programmers	should	talk	to	no	
one,	just	code	to	the	specs	provided	by	the	Software	Designer.	

	
The	Culture	of	Software	presumes	more	than	a	whole	team.	Roles,	responsibilities,	

opportunities,	satisfactions,	interactions,	and	rewards	for	everyone	in	the	culture	are	
subject	to	redefinition,	expansion,	and	enhancement.	But	again,	beyond	the	scope	of	the	
essay,	so	we	will	focus	on	those	who	would	consider	themselves	to	be	professional	
software	developers.	

	
Remember	Lady	Lovelace	and	her	conviction	that	her	perceptive	abilities	and	

reasoning	faculties	uniquely	qualified	her	to	be	the	programmer	of	the	Analytic	Engine?	
	
She	believed	that	she	possessed	a	third	ability:	

	
Thirdly;	…	the	power	not	only	of	throwing	my	whole	energy	&	existence	
into	whatever	I	choose,	but	also	bring	to	bear	on	any	one	subject	or	idea,	a	
vast	apparatus	from	all	sorts	of	apparently	irrelevant	&	extraneous	
sources.	I	can	throw	rays	from	every	quarter	of	the	universe	into	one	vast	
focus.”	

[emphasis	mine]	
	

Perhaps	the	greatest	impediment	to	success	in	software	development	is	the	
insistence	that	those	engaged	in	the	profession	have	no	need	of	domain	knowledge	or	
any	skill	in	thinking	beyond	computational	thinking.	
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More	that	2000	years	ago,	Vitruvius	founded	the	discipline	of	architecture	and	the	
profession	of	architect.	

	
"The	ideal	architect	should	be	a	man	of	letters,	a	skillful	draftsman,	a	
mathematician,	familiar	with	historical	studies,	a	diligent	student	of	
philosophy,	acquainted	with	music;	not	ignorant	of	medicine,	learned	in	
the	responses	of	jurisconsults,	familiar	with	astronomy,	and	
astronomical	calculations."	

Vitruvius	25	B.C.	
	

Should	those	entrusted	with	the	task	of	developing	software	that	will	shape	the	world	in	
which	all	of	us	live,	love,	work,	and	play	be	subject	to	lesser	expectations?	

	
No.	Participation		in	the	culture	of	software	development	comes	with	the	

responsibility	to	strive	to	become	what	is	called,	in	contemporary	business	literature,	“a	
modern	polymath.”	Widely	read,	with	a	diverse	range	of	both	fiction	and	non-fiction	
books,	prowess	in	the	use	of	metaphor	to	forge	connections	among	diverse	topics	and	
synthesize	core	knowledge	from	those	connections,	and	adept	with	all	forms	of	“soft	
skills.”.	
	
	
Where	No	One	Has	Gone	Before	
	

Almost	every	definition	of	culture	makes	reference	to	“technology.”		Technology	is	
used	in	a	very	general	sense:	clay	pots	are	a	technology,	so	too	is	agriculture,	and,	of	
course,	the	computer.	

	
Multiple	aspects	of	a	culture	are	shaped	by	the	technologies	employed	within	that	

culture	including	the	overall	world	view	shared	by	members	of	that	culture.	
	
J.	David	Bolter,	in	Turing’s	Man	(1984),	describes	how	the	world	view	of	cultures	has	

been	shaped	by	what	he	called	“defining	technologies.”	Ancient	Greek	worldview	
incorporated	the	Fates	‘spinning’	‘and	weaving’	human	existence.	Popular	notions	of	
psychology	in	the	age	of	Freud	included	metaphors	like	‘blowing	ones	top,”	inspired	by	
steam	engine	technology.	The	title	reference	to	Turing	suggests	that	current,	post-
industrial,	culture	is	shaped	by	computing	and	programming;	e.g.,	‘de-programming’	
victims	of	cults.	

	
It	takes	little	effort	to	see	how	the	computer,	especially	early	implementations	of	

digital	computers	(mainframes)	shaped	the	culture	of	software	engineering;	to	the	point	
that	even	the	smallest	‘computer’	like	a	Raspberry	Pi	or	your	smart	phone,	is	nothing	
different	from	an	old	mainframe	made	tiny.	Centralized,	integrated,	massive	(literally,	if	
one	considers	the	density	of	circuits	in	a	smart	phone),	both	hardware	and	software,	are	
the	shapers	of	the	Software	Engineering	Culture	and	are	shaped	by	that	culture.	

	
We	can	presume	that	a	Culture	of	Software	will	engage	in	a	reciprocal	relationship	

with	its	own	“defining	technology.”	This	technology,	like	the	Culture	itself,	has	but	a	
tentative	and	far	from	complete	existence.	

	
Some	technology	precursors	would	include	the	various	“App”	stores	full	of	small,	

special	purpose	programs	and	the	internet	of	things	with	small,	special	purpose,	
networked	“computers.”	These	are	but	hints.	
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To	discern	what	the	new	technology	might	look	like,	consider	the	nexus	point	of	
reciprocal	culture-technology	interaction	the	object	and	the	world	view	of	everything	is	
an	object.	

	
An	object	is	an	element	of	a	system,	defined	and	differentiated	from	other	objects	on	

the	basis	of	its	behavior	–	contribution	to	the	system	or	other	objects.	A	relationship	
between’/among	elements	is	an	object	with	behavior	of	tracking	object	participants	in	
the	relationship;	establishing	the	duration	of	the	relationship,	establishing	the	
contextual	circumstances	of	the	relationship,	etc.	

	
An	occurrence	of	a	group	of	objects	working	collectively	to	accomplish	a	task	is	also	

an	object	with	behaviors	like	‘assemble	cast’,	‘update	script’,	‘cue	actors’,	etc.	
	
Utilize	the	metaphorical	definition	of	an	object	as,	“an	intelligent	virtual	computer”	

and	we	have	a	perspective	and	context	from	which	we	might	describe	a	culturally	
appropriate	technology.	Highlights	of	such	a	technology:	

	
• A	“platform”	that	is	a	collection	of	physical	elements	like	ports,	busses,	

volatile	memory,	non-volatile	memory	(e.g.	disk	drive,	thumb	drive),	
“manifesters”	(e.g.	printers,	screens,	speakers,	etc.).	

• Physical	elements	that	are	objects	with	responsibilities	appropriate	to	their	
nature;	e.g.	a	disk	drive	that	could	save	something	and	return	something	and	
with	knowledge	necessary	to	provide	such	services	like	a	directory	and	a	
request	queue.	

• A	platform	“operating	system”	with	behaviors	of	answering	questions	about	
whether	or	not	it	contains	a	requested	element,	providing	a	connection	to	
such	an	element,	adding	or	deleting	elements,	identifying	itself	(e.g.	IP	
address).	

• A	distributed	object	directory	akin	to	a	domain	name	server,	assuming	that	
every	object	has	an	IP	address	as	its	object	identity	and	another	for	its	
current	location.	

• Workspaces	analogous	to	the	feed	forward	“smartboards21”	as	described	in	
David	Gelernter’s,	Mirror	Worlds.	

	
	The	practice	of	software	development	would	look	like	identifying	individual	objects	

and	creating	them	before	sending	them	out	into	the	world	to	roam	the	network	(local	to	
Internet)	and	do	what	they	were	intended	to	do,	including	interaction	with	other	objects	
including	human	beings.	

	
To	a	significant	extent,	objects	would	need	to	be	self-adapting	and	self-evolving,	only	

occasionally	requiring	a	“return	to	the	programming	shop”	for	modification	or	
replacement.	

	
Of	course,	a	whole	host	of	interesting	questions	and	problems	will	arise	given	this	

new	Culture	and	new	Technology.	Consider	the	“virus,”	the	closest	thing	extant	to	
autonomous	software	parasitically	using	“carriers”	to	move	about	the	Web,	as	a	‘black	
hat’	version	of	the	kind	of	objects	suggested	by	this	new	Culture.	

	
But	that	just	makes	it	interesting	and	fun.	

	
21	Blackboards	are	a	familiar	architectural	pattern	with	“whiteboards”	an	extension	of	
blackboards	with	the	ability	to	monitor	the	coming	and	going	of	objects	within	the	space	and	
“smartboards”	allowing	the	space	to	embody	behaviors	that	mediate	interactions	
between/among	objects	in	the	space.	
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Is	it	Worth	it?	
	

Maybe,	if	saving	trillions	of	dollars	of	wasted	spending	on	IT	suggests	a	value.		
	
Maybe	if	you	are	a	developer	totally	disaffected	by	the	“way	things	are	done.”	
	
Maybe,	unless	you	revel	in	being	a	master	of	the	universe	full	stack	developer	

solving	very	real	and	very	challenging,	albeit	totally	artificial,	puzzles.	
	
Probably	if	you	have	any	desire	to	leverage	the	power	of	the	computer	and	realize	

the	dreams	of	Englebart,	Vannevar	Bush,	and	even	Alan	Kay	and	Steve	Jobs.	
	

	
Is	it	Possible?	
	

Probably	not.	The	inertia	of	a	trillion-dollar	industry;	the	need	to	repurpose	
thousands	of	jobs	(especially	all	those	project	management	and	IT	management	jobs);	
the	need	to	change	hundreds	of	thousands	of	minds;	pretty	much	assures	single	digit	(or	
less)	odds	for	this	radical	a	change.	

	
However,	a	cataclysm	—	say	clients	tiring	of	spending	so	much	to	get	so	little	—	

might	occur	and	the	few	mammals	running	around	might	just	replace	all	those	
dinosaurs.	

	
	
	
	


